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Charting cultural genealogies using language phylogenies: 
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1. Lexical data and cognate judgements 
The following table shows lexical data for six meanings or ‘glosses’ in five 
contemporary Semitic languages. Rows represent languages and columns represent 
glosses. ‘Cognates’ are words of a given meaning that show sound correspondences 
indicating common ancestry, like homologous genes in biology. For example, English 
‘night’ is cognate with French ‘nuit’ and German ‘Nacht’, suggesting descent from 
some common ancestor. Accurate cognacy judegments often require expert linguistic 
knowledge of etymology and what sound changes are most likely. For example, 
English ‘milk’ is, counter intuitively, cognate with French ‘lait’, whilst Latin ‘habere’ 
is not cognate with German ‘haben’ despite the superficial similarity. Nevertheless, in 
most cases it is possible to make a good guess about which words are likely to be 
cognate. Take a look at the words for each gloss below and see if you can assign them 
to cognate sets.  The first one is done for you. 
 

 Gloss 

Language Mouth Moon Liver Wet Smoke To know 
Ogadin 
Arabic 

fam 1 
qamar  kabd  ratab  duxan  aref  

Moroccan 
Arabic 

forman 1 
gemra  kebda  fazeg  doxxan  yaraf  

Tigre 
 

kaf 2 
warih  kabdat  t’ulu  tanan  kamara  

Soddo 
 

af 2 
darraka  gibbot  yabassab-

sa  tan  salae  

Innemor 
 

amfw 2 
danaka  ???  rya  tan  chara  

 
Total number of cognates = _____ 
 
2. Binary cognate alignment 
It is possible to represent the presence or absence of each cognate set in each language 
using a simple binary matrix - ‘0’ indicating absence and ‘1’ indicating presence. The 
result is a binary string for each language that can be read off like a nucleotide 
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sequence alignment. Convert the cognate information above to binary data. Again, the 
first meaning has already been filled in. 
 
Language Binary cognate data 
Ogadin 
Arabic 

1 0                  

Moroccan 
Arabic 

1 0                  

Tigre 
 

0 1                  

Soddo 
 

0 1                  

Innemor 
 

0 1                  

 
3. Building a ‘nexus’ file 
Nexus files are the most widely used format for storing sequence data and trees for 
comparative analysis. The format is not ideal for entering data quickly, so you have 
an Excel template that we will use to build a nexus file. This contains the basic nexus 
requirements and a set of 197 pre-coded binary lexical traits for each language. Open 
the file ‘Five_Semitic_Languages_197characters.xls’ and paste the binary data you 
have just coded onto the end of the existing matrix. Update the number of characters 
(‘nchar’) to account for whatever you have added to the matrix. Then save the file in 
tab delimited text format with the extension ‘.nex’. 
 
4. BEAUti and the BEAST 
The nexus format is readable by a number of phylogenetics software packages, 
including MacClade, PAUP, MrBayes, and BayesPhylogenies. We are going to be 
using the Bayesian inference programme BEAST, which takes a different input file 
format. BEAST comes with BEAUti, a GUI interface for converting nexus files to the 
BEAST xml input format. 
 
Open BEAUti and go to File>Import Alignment… to import the nexus file you have 
just created. 
 
5. Defining important nodes on the tree 
Select the Taxon Sets tab at the top of the main window. You will see a panel that 
allows you to create sets of taxa – in this case languages. Once you have created a 
taxa set you can constrain it to be monophyletic or later track the age of the most 
recent common ancestor (MRCA) or add calibration information for the MRCA 
 
Press the small “plus” button at the bottom left of the panel. This will create a new  
taxon set. Rename it by double-clicking on the entry that appears (it will initially be 
called untitled1). Call it ‘Arabic’. In the next panel along you will see the available 
taxa. Select the two Arabic languages and press the green arrow button. 
 
Now repeat this procedure creating a set called ‘EthioSemitic’ that contains  
the other three languages. You can also make a taxa set called ‘InnemorSoddo’, 
comprising Innemor and Soddo. The screen should look like this: 
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6. Modelling of lexical replacement 
Next click on the Site Models tab at the top of the main window. This will reveal the 
evolutionary model settings for BEAST. Exactly which options appear depend on 
whether the data are nucleotides, amino acids, binary data, or general data. The 
settings that will appear after loading our binary nexus file will be the default values. 
Select the simple model and estimated base frequencies and choose whether or not 
you want to allow for site heterogeneity. Selecting gamma under the Site 
Heterogeneity Model menu allows rate variation between sites according to a gamma 
distribution. The screen should look something like this: 
 

 
 



4 

7. Setting the clock model 
Click on the Clock Models tab at the top of the main window. Here you have options 
to set assumptions about the rate of evolution across the tree. The Strict Clock fits a 
single rate parameter. There are also two other models that relax the clock assumption 
by allowing rates to vary among branches according to some distribution - Relaxed 
Clock: Uncorrelated Log-normal and Relaxed Clock: Uncorrelated Exponential. 
Choose a clock model. 
 
We want to estimate the rate of language change from the data, rather than use a 
predefined rate, so check the ‘Estimate’ box.  
 

 
 
8. Trees 
Click on the Trees tab to specify the starting tree and tree prior. We will use a random 
starting tree and the Yule model as the tree prior. The yule tree prior is used in 
evolutionary biology when comparing individuals from different species and is based 
on an average 'speciation' rate through time. This translates nicely to an average 
'languageification'  (we need a word for this) rate. Some of the alternative priors on 
branch lengths, like the coalescent prior, are based on lineage birth and death rates 
within populations assuming some background population demographic parameters. 
This sort of prior is not as appropriate for languages. 
 
9. Priors 
The Priors tab allows other priors to be specified for each parameter in the model.  
 
In order to calibrate rates of evolution on the tree, we need to specify a prior 
distribution for the age of at least one node on the tree, based on our prior knowledge 
about when the languages are likely to have diverged. We will use this to infer the age 
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of other nodes, including the root. With only 5 languages we don’t have many 
potential calibration points to choose from. One possibility is to use the divergence of 
Arabic, which is likely to have begun to diverge after the spread of Islam in the first 
millennium AD. Click on the button in the table next to tmrca(Arabic). A dialog box 
will appear allowing you to specify a prior for the MRCA of these two languages. 
Select the Normal distribution: 
 

 
 
As a rough approximation, we are going to assume a normal distribution centered at 
1000 years with a standard deviation of 100 years. This will give a central 95% range 
of about 800AD-1200AD. Although we created a taxon set for the EthioSemitc and 
InnnemorSoddo, we are not going to put an informative prior on these nodes, or on 
the root node. We can then estimate these divergence times based on the Arabic 
calibration. 
 
Some of the other model parameters are by default set to uniform distributions 
between 0 and ∞. For the purposes of this example dataset, we can restrict the priors 
to reflect a more realistic range of values. In practice, results need to be shown to be 
robust across a range of priors. 
 
Change ucld.mean to uniform between 1.0E-6 and 1.0E-3 with an initial value of 
about 5E-4.  
 
Change ucld.stdev to uniform between 0 and 1 with an initial value of 0.01.  
 
Change yule.birthRate to uniform between 1.0E-5 and 1.0E-2 with an initial value of 
1.0E-3.  
 
The priors table should now look like this:  
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The operators tab is used for fine tuning the proposal mechanisms in the MCMC 
analysis, but we can use the suggested automatic operator settings. 
 
10. MCMC settings 
The MCMC tab provides more general settings to control the length of the MCMC, 
sampling frequency and file names. 
 
The length of the chain is the number of steps the MCMC will make before finishing. 
How long this should be depends on the size of the data set, the complexity of the 
model and the quality of answer required. The default value of 10,000,000 is entirely 
arbitrary and should be adjusted according to the size of your data set. For our 
example data file we can set the chain length to 2,000,000 as this will run reasonably 
quickly on most computers.  
 
The next options specify how often the parameter values in the Markov chain should  
be displayed on the screen and recorded in the log file. The screen output is simply for  
monitoring the program’s progress so can be set to any value. For the log file, the 
value should be set relative to the total length of the chain. Sampling too often will 
produce a huge output file with no added benefit, whilst sampling too infrequently 
will not yield enough information about the posterior distribution. There is usually no 
need to store more than 10,000 samples so the sampling frequency should be set to no 
less than one ten-thousandth of the chain length.  
 
The final two options give the file names of the log files for the sampled parameters 
and the trees. These will be set to a default based on the name of the imported 
NEXUS file. Since some MCMC runs can take a while, it is usually worth checking 
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the boxes to create a tree scaled in substitutions (in addition to the default time tree) 
and to log the operator analysis, in case you want to look at these in the future.  
 
The MCMC tab should look something like this: 
 

 
 
11. Generate BEAST file 
Now you are ready to generate a BEAST xml file. Click on the Generate BEAST file 
button in the bottom right of the main window and save the file in the folder you want 
to run BEAST from. 
 
12. Run BEAST analysis 
To run BEAST, double-click on the BEAST icon, choose the BEAST xml file you 
have just created and click Run. You should see the MCMC samples logged to the 
screen as the chain runs. 
 
13. Operators 
When the MCMC is finished you will get an “Operator Analysis” summarizing the 
acceptance rates of the different operators. This information can be used to fine tune 
the MCMC run to ensure the algorithm is exploring tree space efficiently. This isn’t 
so important for our small example, but for larger, more parameter rich analyses, 
tuning the operators is essential. 
    
14. Tracer 
Tracer is a software tool designed for analyzing output form BEAST, although it can 
read in any MCMC output from a simple tab-delimited log file. Run Tracer to analyze 
the output of the BEAST analysis you have just run. When the main window has 
opened, choose Import Trace File... from the File menu and select the log file that 
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BEAST has created (e.g. Five_Semitic_Languages.log). You should now see a 
window like the following (MCMC is a stochastic algorithm so the actual numbers 
will not be exactly the same):  
 

 
 
On the left is a list of the different quantities that BEAST has logged. There are traces 
for the posterior (this is the log of the product of the tree likelihood and the prior 
probabilities), and the continuous parameters. Selecting a trace brings up 
corresponding analyses on the right hand side. When first opened, the ‘posterior’ trace 
is selected and various statistics of this trace are shown under the Estimates tab. In the 
top right of the window is a table of calculated statistics for the selected trace. 
 
Select meanRate to look at the rate of evolution averaged over the whole tree. Tracer 
will plot a (marginal posterior) distribution for the selected parameter and also give 
you statistics such as the mean and median. The 95% HPD stands for highest 
posterior density interval and represents the most compact interval on the selected 
parameter that contains 95% of the posterior probability. It can be thought of as a 
Bayesian analogue to a confidence interval. 
 
Selecting the Trace tab gives a plot of a quantity over the course of the MCMC chain. 
Any trends or large jumps in this plot suggest either that the run has not reached 
convergence or is not mixing properly. In this case, the analysis would need to be run 
for longer and possibly the operators tuned. The ESS panel in the left hand panel 
gives a measure of the effective sample size for each value being logged in the 
MCMC chain. To achieve a reasonable sample from the posterior distribution, these 
should be of the order of 100-1000. Values below 100 are highlighted in red.  
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Questions: - 
a. What is the rate of lexical replacement?  
 
 
b. What is the age estimate for the root of the Semitic tree (mean and 95% HPD)? 
 
 
c. What sources of uncertainty does this range include? 
 
 
d. How could we increase the precision of the root age estimate?  
 
 
 
 
16. Summarizing the posterior distribution of trees 
As well as providing parameter estimates, BEAST produces a sample of plausible 
trees. These can be summarized using the program TreeAnnotator. This will take the 
set of trees and find the best supported one, together with the mean ages of all the 
nodes and the HPD ranges. It will also calculate the posterior clade probability for 
each node. Run the TreeAnnotator program and set it up to look like this: 
 

 
 
The burnin is the number of trees to remove from the start of the sample. Unlike 
Tracer which specifies the number of steps as a burnin, in TreeAnnotator you need to 
specify the actual number of trees. For this run, you specified a chain length of 
2,000,000 steps sampling every 1000 steps. Thus the trees file will contain 2000 trees 
and so to specify a 10% burnin use the value 200. The Posterior probability limit 
option specifies a limit such that if a node is found at less than this frequency in the 
sample of trees (i.e., has a posterior probability less than this limit), it will not be 
annotated. The default of 0.5 means that only nodes seen in the majority of trees will 
be annotated. Set this to zero to annotate all nodes. For Target tree type, the default 
option, Maximum clade credibility tree, finds the tree with the highest product of the 
posterior probability of all its nodes. Choose Mean heights for node heights. This sets 
the heights (ages) of each node in the tree to the mean height across the entire sample 
of trees for that clade. For the input file, select the trees file that BEAST created (by 
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default this will be called <inputfile>.trees) and designate a file for the output. Now 
press Run and wait for the program to finish. 
 
17. Viewing the MCC tree 
You can look at the output tree from TreeAnnotator in one of a number of tree 
viewers, although the output is designed to be read into FigTree. In FigTree, open the 
output tree file using the Open command in the File menu. The tree should appear. 
You can now try selecting some of the options in the control panel on the left. Try 
selecting Node Bars to get node age error bars. Also turn on Branch Labels and select 
posterior to get it to display the posterior probability for each node. If you used a 
relaxed clock model, under Appearance you can also tell FigTree to colour the 
branches by the rate. You should end up with something like this:  
 

 
 
 
Questions:- 
a) What proportion of trees in the maximum clade credibility set contain a 

monophyletic Arabic group? 
 
 
b) How many contain a monophyloetic Soddo-Innemor group? 
 
 
c) Which branch has the fastest rate of evolution and what is this rate? 
 
 
 
 



11 

18. Comparing results to the prior  
To give you an idea how your choice of priors affects parameter estimates, BEAST 
can be run without data. Using BEAUti, set up the same analysis but under the 
MCMC options, select the Sample from prior only option. This will allow you to 
visualize the full prior distribution in the absence of lexical data.  
 
Questions:- 
a) What is the root age estimate without any data? How does this compare to the 

estimate with data? 
 
 
b) Summarize the trees from the full prior distribution and compare the summary to 

the posterior summary tree. How do the two differ? 
 
 
 
 
19. Advanced phylogenetics 
You have been given one of the BEAST xml files and its corresponding output from 
the Kitchen et al. (2009) paper on Semitic languages. Take a look at the xml code and 
see if you can see how the analysis was put together. Try summarizing the results in 
Tracer and TreeAnnotator in the same way as we did for our data. 
 
Questions:- 
a) How many age calibrations were used in this paper?  
 
 
b) What effect have the extra calibrations and languages had on the HPD interval for 

the age at the root? 
 
 
c) Does the tree topology match our small example? What about the branch support 

values? 
 
 
d) Where are rates of lexical evolution fastest on the Semitic language tree? 
 
 
 
 
Links and reading… 
 
BEAST website  - http://beast.bio.ed.ac.uk/Main_Page 
BEAST discussion group - http://groups.google.com/group/beast-users 
 
Atkinson, Q. D. & Gray, R. D. 2006 Are accurate dates an intractable problem for 
historical linguistics? In Mapping our Ancestry: Phylogenetic Methods in 
Anthropology and Prehistory (ed. C. Lipo, M. O'Brien, S. Shennan & M. Collard), pp. 
269-296. Chicago: Aldine. 
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