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Chapter 13. Developing a Comparative Database and “Phylogenetic Targeting” 

 

 A comparative analysis is only as good as the data that go into it.  Unlike experimental approaches 

that generate new data, comparative approaches typically amalgamate existing data, often from diverse 

sources.  Moreover, the data that are compiled are often re-used in later comparative studies, making it 

essential that later users can track down the original sources.  It is therefore important to consider how 

one should build a comparative database and how best to share it with others.   

 With the advent of so many new comparative methods in the past 20 years or so and greater 

numbers of comparative databases available, I have the sense that many researchers fail to appreciate the 

importance of data-building for a comparative analysis; some even view it more as a “chore” than part of 

the “real” research.  Yet building a database also involves interesting technical aspects, and knowing the 

data based on reading the original sources can be essential for understanding unexpected patterns in the 

overall dataset.  Indeed, the database is often the most time consuming step in comparative research on 

new questions.  Moreover, once a database is built, it can be used to identify sampling gaps and to target 

particular species for future data collection.  Data compilation is therefore so essential to comparative 

research that it justifies having its own chapter.  

When building a comparative database, many issues need to be considered, including the 

following.  How will you record the data in a database so that you or other researchers can easily validate 

the data, for example by locating the original resource?  Can data from a field or laboratory study be 

coded in a way that facilitates the extraction of intraspecific variation?  How will you share the data with 

others after publication of the results, and how much of the data should be shared?  Which species will be 

included in the database?  Is it possible to build the database so that it can flexibly grow as new data and 

research questions emerge? 

This chapter provides a brief overview of databases in the context of comparative research.  A 
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major point is that as the comparative database grows in size and complexity, a relational database 

structure provides a more efficient and flexible way to organize the data, as compared to “flat files” such 

as spreadsheets.  A relational database is usually composed of two or more tables in which particular 

fields in one table are linked to particular fields in other tables.  A relational database provides an 

effective way to maintain data quality, transparency and completeness; to share data with others; to store 

the data efficiently; and to enable the database to grow as the research project expands beyond its original 

goals.  Other programs also use relational databases, such as those that run Geographic Information 

Systems (GIS) or statistics packages.  Thus, a small investment in learning even basic database concepts 

and can offer a tremendous payoff over the longer term.  

The chapter also considers a related question:  how can we combine existing comparative data 

and phylogenetic information to guide future data collection?  In other words, which species should be 

most valuable to study next?  I briefly review efforts to use phylogenies to identify the species that offer 

the most powerful tests of adaptive hypotheses, including a recent approach known as “phylogenetic 

targeting” (Arnold 2008; Arnold and Nunn in review).  Phylogenetic targeting is important for deciding 

which species to include in a comparative database, especially when data compilation from the literature 

requires significant amounts of research effort.  More importantly, this approach can be used to identify 

species to study in the future, i.e. when the researcher needs to build a comparative database through 

original data collection on a range of different species.    

 

Using Relational Databases in Comparative Research 

Until you have first-hand experience with building and using a database, the term “relational database” is 

abstract and perhaps even intimidating.  In this context, it is surprising how easy relational databases can 

be to use and develop.  A brief introduction to some of the major relational database management 

systems (RDBMS) is provided in AnthroTree 13.1, which focuses on freely available systems that run on 

multiple platforms and allow for secure sharing of data via the Internet. 

At the outset, I would like to emphasize two points.  First, this chapter is only meant as a entry 
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portal for learning about relational databases, in essence a “teaspoon of sugar” to help ease the reader into 

sometimes arcane terminology involving foreign keys, queries and GUIs (more on these later, including 

pronunciation tips).  Second, it is important to think critically about the database structure that is right for 

the task at hand.  In many cases, especially in early stages of building a comparative data set, a 

spreadsheet is a fine starting point.  Knowing some of the general characteristics and advantages of 

relational databases will help users decide when to shift from flat files to a relational database structure. 

As already noted, a relational database usually involves two or more tables that contain multiple 

fields (technically, however, a single table can be relational when fields are linked within that table).  

Typically we think of the tables as having rows and columns.  The different columns represent different 

fields, while the rows are values obtained for those fields from different studies.  Figure 13.1 shows a 

simple example involving diet in several species of lemurs.  The Data table at the top provides 

information on the species, its group size, body mass, and the population of animals that was sampled 

(“Location”).  The Data table also gives a citation to the reference that provided the information (this 

table is for illustrative purposes and obviously is far from complete!).   

Tables can be linked together.  Thus, the Citation field of the Data table is joined to the Citation 

field of the References table at the bottom-left of the figure, which provides more details on the reference.  

Notice that because one reference provided data on three species, fewer records are needed in the 

References table, which makes for more efficient data entry and storage (i.e., as compared to a “flat file” 

that would require entry of the full reference on multiple rows).  This example database has a third table 

that provides information on the sampling location, which again has fewer records than the Data table 

because there are fewer distinct elements in this field in the Data table.   

All three tables each contain one primary key, and two of the tables have foreign keys (References 

and Locality).  The primary key provides a unique identifier for each record in a table, which can 

comprise a set of columns rather than just a single column.  The foreign key is a referential constraint 

between two tables; it identifies a column (or a set of columns) in one table that refers to a column (or set 

of columns) in another table.  A foreign key is important because it ensures that values of data entered in 
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one table are also found in another linked table.  A foreign key “constraint” provides the scaffolding to 

use all of the data that are entered, i.e. to link among the different tables and ensure that all data are 

consistent and linked correctly among tables (relational integrity).  In Figure 13.1, for example, all 

Citation fields of the Data table are required to be present in the Citation field of the References table.  To 

ensure relational integrity, the user cannot delete one of the citations from the References table if that 

citation was also found in the Data table, which guarantees that we will not lose details on the reference at 

some later time.  Fields in the tables also can have other kinds of constraints, such as pre-defined sets of 

words to choose from for entering data (i.e., enumerated text).  Constraints can also limit the types of data 

that can be entered in a field, for example to require that data are integers rather than “floating point” 

(decimal) values or to limit the number of characters in a text field.  These limits can help to minimize the 

overall size of the database in terms of memory allocation, thus saving hard disk space, and they prevent 

users from entering an incorrect data type.  From the perspective of comparative data, constraints keep the 

database consistent and complete in all the key fields – a goal that often fails when users attempt to 

manually link up information across flat files, such as Excel spreadsheets. 

Data is extracted from a database using queries.  A key advantage of most RDBMS is that they 

make use of structured query language, or SQL (pronounced “S-Q-L” or “sequel”), and its variants 

(AnthroTree 13.2, Date and Darwen 1996).  SQL is a programming language that was designed to insert 

and extract data from relational databases.  SQL can also be used to manage databases, for example to add 

new users, change the access that different users have to the database, update fields, or add new tables or 

constraints among tables.  Basic SQL can be learned intuitively by using a variety of graphical user 

interfaces (GUIs, pronounced “gooey”) that run queries on databases by generating SQL scripts, and by 

perusing a number of websites and other resources that provide introductions to SQL (see AnthroTree 

13.2).  The GUIs typically have graphical drag-and-drop functions, but often they also generate actual 

SQL commands that the user can view and edit.  While GUIs are often sufficient for most basic data 

management and extraction purposes, greater familiarity with SQL code itself has tremendous benefits for 

dealing with larger databases, to run update queries, and for more complex data extraction needs. 
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What about entering data into a relational database?  This critical task may seem challenging and 

abstract, especially in the context of foreign key and other constraints that are implemented to maintain 

data integrity.  Again, however, there are many options for entering data in a user-friendly and efficient 

way subject to data constraints, including various GUIs.  Given that most databases can be shared easily 

over the web, another option is to develop a web-based application so that users can insert, edit or obtain 

data on a dedicated web page from anywhere in the world.  A scripting language known as PHP is 

particularly helpful in this regard.  It provides a means to produce dynamic web pages and interfaces with 

MySQL (typically pronounced “my-S-Q-L”) and other RDBMS very effectively.  These characteristics 

mean that web pages can be designed for data entry.  In one widely used application, for example, 

Wikipedia runs the software MediaWiki, which is written in PHP and uses MySQL to store data.  

Relational databases are everywhere on the web! 

Building a fully referenced database.  One of the most important characteristics of a 

comparative database is that it should provide a reference for each and every data point.  We might want 

to track down, for example, why Cebus capucinus was coded as a frugivore in a database on primate 

behavior, or, for a database on cultural variability, why the Macedonians are listed as having marriage 

practices involving dowry.  We might also want to know whether data on lemur body masses were from 

captive animals, or from a population of free-ranging animals that are not provisioned with additional 

food; this could be included as a field in the database.  Were the data obtained from a primary research 

publication, a review paper, or a personal communication from an expert on that species or human 

population?   

At least three groups of people might be interested in validating a particular data point:  the 

original researcher and his or her collaborators as they use the data in analyses; a future user of the 

database, including someone who might want to expand the database with new data; or a reader of the 

published research who is simply curious about why a particular taxon or group was coded as it was.  If 

each datum has a citation to a complete reference, it becomes possible to locate the original source for 

research purposes and to easily print out full reference information for each species (e.g., for publications 
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and associated online material).  

Often it is relatively straightforward to maintain a linkage between the original references and 

data, but a few rules of thumb are worth noting.  First, often it is useful to enter the full reference 

information in a separate table in the database that is linked via a foreign key (e.g., as shown in Figure 

13.1).  With such a database design, it is easy to record the reference when a study provides data on 

multiple species – i.e. multiple “rows” in the database – because only a unique citation, and not the full 

reference information, is needed.  Second, it is important to have one or more “notes” fields in the 

database to explain how and why a particular value was assigned to a species, society, population, or any 

other field.  I also find it useful to print the paper and write directly on it, with notes indicating why a 

particular value was used (this also can be done by adding “comments” to the electronic version of the 

paper).   

Incorporating taxonomic ambiguity and mismatches.  One of the biggest challenges in 

comparative biology is to match up the taxonomy used in the phylogeny to various taxonomies that 

different researchers use when studying species (Isaac et al. 2004).  In my career as a comparative 

biologist studying primates, I have spent literally hundreds of hours poring over taxonomic synonyms to 

try to match up data from publications to the taxonomic structure used in the analysis (which often 

follows the taxonomic structure of the primate phylogeny that I am using at the time).  One new online 

resource – the 10kTrees Website – provides a taxonomic translation tool to ease the transition among 

different taxonomic schemes (Arnold et al. 2010).  Similar naming incongruities occur in the context of 

human cultural or morphological variation.  More generally, “taxonomic ambiguity” can occur when 

different researchers organize their sampling points in different ways.  In biological systems, the 

ambiguity often stems from taxonomic revisions and differences in deciding what constitutes separate 

species.  In cross-cultural studies, ambiguity arises when data for different variables in a comparative 

study are collected at different organizational levels, for example by language group for one variable 

(e.g., marriage system) and by province or nation for another variable (e.g., malaria prevalence). 

What is needed is a way to deal with taxonomic ambiguity in a consistent and transparent way.  
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In my research on primate parasites, we had to deal with taxonomic ambiguity for two groups of 

organisms – the primate hosts and their parasites – and we developed a set of translation procedures that 

has proved useful for many other databases that I have developed since then.  More specifically, we made 

use of what we called translation tables.  A translation table is simply another table in the relational 

database that provides an explicit linkage between the name of a taxon given by the authors in the original 

source material (e.g., a journal article), and the “translation” of the taxon into the taxonomy that we are 

using in the comparative analysis.  It works as follows (Figure 13.2).  First, we enter the species name in 

the main data table exactly as the authors spelled it.  If the authors used a scientific name, such as Macaca 

fascicularis, we enter that precisely as it was spelled (even if misspelled).  If the authors used only the 

common name, such as “crab-eating macaque,” we again enter it in the main data table exactly as the 

authors gave it.  Second, we create a translation table that converts the authors’ names for the different 

species into one or more taxonomic schemes (e.g., Corbet and Hill 1991; Groves 2001).  The original data 

are then joined to the translation table via the reported species name as a foreign key, making it easy to 

translate from the original papers to any taxonomy that is desired. 

This procedure is easy to implement and has several advantages over the more typical approach 

of entering the “corrected” name directly into the database (i.e., entering what you think the authors 

should have called the species).  Importantly, it provides greater transparency between the published 

literature and where we place the species on the phylogeny used in the analysis; this transparency is 

achieved, for example, by simply providing the translation table over the web or as supplementary 

material in a publication.  In addition, it provides a way to easily update the taxonomy should new 

taxonomic information become available; one simply edits the translation table.  It also provides a way to 

quickly deal with the same taxonomic question if it comes up again later in data collection, rather than 

having to remember or reconstruct what you did earlier.  Lastly, this approach produces a core database 

that matches exactly what is in the paper (i.e., table ReportedData in Table 13.2), with all interpretations 

by the comparative biologist occurring in other tables (table Translation in Table 13.2).  This makes it 

easy to double-check data and track down any errors to either a data entry issue, or to interpretations of 
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the data by the comparative research team. 

As a final point, it is worth mentioning an under-appreciated issue involved with using 

translations to the most recent taxonomies.  The general trend in biological classification is towards 

splitting of species into new species, and this is certainly true for primates (Groves 2001; Groves 2004; 

Isaac et al. 2004).  This means that a paper published in, say, 1970 could represent any of several new 

species recognized in the present.  An older taxonomy will tend to have fewer species, and thus fewer 

data points.  Hence, we might wish to use a more recent taxonomy to increase the sample size (and thus 

statistical power) of a comparative test.  On the other hand, we can increase the certainty with which we 

assign a value to a species if we use an older taxonomy; in such cases it is more straightforward to “bin” 

the species from the present highly split taxonomy into the older, more lumped taxonomy.  If information 

is available on the location of sampling or if sub-specific information is provided, it may be possible to 

identify which “newer” species the data corresponds to in a more up-to-date taxonomy.  Hence, it is 

important to include the full subspecies name and geographic location when developing a comparative 

database, as this will allow for greater flexibility as taxonomies are revised in the future. 

Database errors and double-checking.  Many of the most exciting advances in phylogenetic 

comparative methods described in earlier chapters involve controlling for phylogenetic uncertainty 

(Huelsenbeck et al. 2000; Lutzoni et al. 2001; Pagel and Meade 2006).  This is obviously an important 

issue, but why have comparative biologists not given similar attention to dealing with uncertainty in the 

data used in comparative analyses?  The values for ecological, behavioral and morphological data are 

only estimates of true underlying values (Purvis and Webster 1999), and researchers often spend too little 

time ensuring that their data are of high quality (Freckleton 2009).  In addition, errors can be introduced 

inadvertently during the collation of data from the literature by the comparative biologist, and we should 

keep in mind that the researchers who studied a given species may have introduced errors, either through 

their research procedures or through typographical errors during the publication process.   

In general, we must usually take the data as correct in the published literature, unless of course 

the values are clearly in error (e.g., mass labeled as kilograms that are actually in grams, or values that are 
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inexplicably very far outside the range of other estimates for that taxon).  A “notes” field can provide a 

way for the person entering data to explain adjustments to a published value, or to justify not including 

the data.  More generally, comparative biologists must often take the data as given and can only be certain 

that the data were entered correctly in their database; thus “double checking” of data is an important step 

in developing a comparative database.  In this regard, it is important to include a field in the database that 

indicates whether the data have been double-checked, and then to only use data that fulfill this 

requirement.  Even with a field that confirms the status of data, occasional spot checks are important, 

especially when the database is available to multiple users who might inadvertently change a record.  If 

possible, someone other than the person who entered the data should do the double-checking. 

It seems likely that enterprising scientists will develop a suite of more principled approaches to 

dealing with data coding errors in future work, using, for example, a resampling procedure to deal with 

data that are misclassified (i.e., assigned to the wrong species) or erroneously entered in the database.  

Even if such methods are developed, however, it will always be better to take the time to ensure that the 

comparative data are as close to the original records as possible.  For this, only one solution exists, 

namely to double-check the data, provide notes in the database on why species were assigned particular 

values, and include a field indicating that the data have been double checked relative to the original 

source.  

Sharing data.  Data can be shared in a variety of formats.  If the databases are not too large, the 

author can publish them as part of a paper that describes the results of tests that use the data.  This can be 

achieved with a table in the main text of a scientific paper.  For larger databases, the values can be placed 

in an appendix or as online supplementary files.  How much of the data should be provided?  It is 

important to include the data that are essential for replicating the study, or at least references to databases 

that are published (or available in some other way) so that the results of the study can be replicated.  If 

space permits in the publication, authors should include references that were used to construct the 

database; if space is not available, then it might be worth providing the entire database over the Internet.  

In my research on primate disease ecology, for example, my colleagues and I put a database of primate 
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parasites online (www.mammalparasites.org, Nunn and Altizer 2005).  We placed the key fields of the 

relational database on a separate server, and built a “front end” so that users could flexibly search the 

database according to parasite taxonomy, host taxonomy or geographic location.  Thus, rather than having 

to design their own queries, users interact with a familiar web-based interface to extract the data in which 

they are interested.   

A related issue involves sharing data among collaborators during the research itself, especially in 

the process of building and refining the comparative database.  Collaborators often shuttle a file around 

by email and work on it off-line.  The obvious drawback of this approach is that two people might alter 

the files at the same time, making it difficult to keep track of the most up-to-date version of the database.  

It would help to share a database online and there are several mechanisms for achieving this, including 

online collaboration tools such as wikis or GoogleDocs.  In my view, however, the most efficient way to 

build a database collaboratively is to create a relational database for a project that can be put on a server 

and accessed by other members of the research team.  With such a set-up, it becomes possible to devise 

web-based tools for entering data with, for example, PHP, and to give limited access rights to some users, 

such as students who are entering data, so that data are not deleted or altered accidentally.  In this way, all 

members of the research team can feel that they are playing a direct role in constructing the database 

without the risk of overwriting or losing data, and without waiting for another person to finish their task, 

as can commonly happen when researchers attempt to share a single file via email. 

Summary.  This introduction to relational databases is far too brief, but I hope it will ease readers 

into pursuing further reading and experimentation with RDBMS.  It is also important to keep in mind a 

point made earlier, namely that not all databases need to start in relational format; often a “flat file,” such 

as a spreadsheet, is sufficient for the initial stages of data entry.  Staff can then be hired or experts 

consulted to build a relational database as the flat-file grows in size and complexity, and the guidelines 

given above can help to shepherd hired staff towards building a database that is most suited for the project 

at hand.  Moreover, options other than email exist for sharing a single file over the web, including free 

services such as GoogleDocs.  The important thing is to find a data format that works for the needs at 
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hand.  If you find that you are typing in the same text multiple times or having difficulty keeping track of 

which version of a file has the latest data, it is probably worthwhile to develop a relational database that 

can be shared with your collaborators via the Internet. 

 

Phylogenetic Targeting 

The examples in this book follow the typical approach in comparative biology and cross-cultural research:  

they make use of data that are already available.  My own comparative research is no exception.  In our 

study of primate ranging patterns, for example, Robert Barton and I did not go to the field to obtain new 

data on species that had not yet been studied (Nunn and Barton 2000); instead, we used what was 

available in the literature.  Similarly, in my studies of primate disease ecology (Nunn et al. 2003; 2004; 

2005) and the resulting databases (Nunn and Altizer 2005), my colleagues and I used the data that were 

available in the literature or in existing databases (e.g., the Natural History Museum’s Host-Parasite 

Database, see Vitone et al. 2004).   

Wouldn’t it be nice to use the comparative approach to also guide future data collection?  In the 

case of home range size, Robert Barton and I could have proposed, for example, ten species most in need 

of studying to further test hypotheses regarding ranging patterns, while my other colleagues and I could 

have proposed the species or areas most in need of parasite sampling (which we did in later papers, 

Hopkins and Nunn 2007; Hopkins and Nunn in press).  More specifically, with a phylogeny and data for a 

broad range of organisms, one could in principle identify those species that offer the strongest test of a 

particular set of hypotheses.  In the case of continuous traits, for example, one could select species that 

differ by some threshold in the predictor variable, the assumption being that a larger difference in a 

predictor variable should offer the best chances to detect a difference in the dependent variable  (see 

Ackerly 2000).   

Phylogeny can shed light on two issues that are important when selecting species for inclusion in 

a comparative study.  First, with regard to the taxonomic scope of the study, it is important to include 

multiple evolutionary transitions in the traits of interest (Pagel 1994).  In the case of sexual swellings in 
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primates, for example, it would be better to study Old World monkeys and apes, rather than studying only 

apes, because multiple origins of this trait probably have occurred in monkeys and apes, while only one 

transition can be discerned among the apes (Nunn 1999).  Second, it is important to choose taxa that are 

not too different in other traits that might confound the analysis, whether these potential confounds are 

quantitative traits, such as body mass or life history characteristics, or more fundamental aspects of 

organismal biology, such as activity period or visual acuity.  Because more closely related species will 

tend to share many other traits in common, phylogeny can serve as a useful surrogate for similarity, with 

comparisons among close relatives thus tending to control for alternative hypotheses (when possible, of 

course, it may be preferable to control for confounding variables statistically). 

These rules of thumb are useful, but it would be desirable to have a more quantitative approach 

for deciding on the species to study.  With this goal in mind, Christian Arnold and I developed a 

systematic approach to using phylogenetic and comparative data to guide the collection of new data.  We 

call this method phylogenetic targeting (Arnold 2008; Arnold and Nunn in review).  Imagine that you 

have a hypothesis, a phylogeny for a group of species, and a set of data for those species that can serve as 

the independent variable in testing the hypothesis.  Further imagine that you lack data on the dependent 

variable that would be necessary to conduct the comparative test; in other words, you have data for a 

predictor variable, but not for the dependent variable, in a regression model.  Lastly, assume that a greater 

amount of change in the predictor variable should offer greater power to detect any changes in the 

dependent variable.   

With these data and assumptions, it is possible to identify the species that should be studied with 

respect to the dependent variable (Arnold 2008; Arnold and Nunn in review).  Essentially, we want to 

know, given that I can compare n species, which n species with data on the predictor variable would offer 

the greatest power to test the hypothesis?  The idea is to generate a series of paired comparisons in which 

closely related species are compared with respect to two or more variables (Moller and Birkhead 1992; 

Mitani et al. 1996).  To maintain independence among the multiple comparisons, each branch on the tree 

can be used only one time (Burt 1989; Moller and Birkhead 1992; Maddison 2000).  Thus, if we are 
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making comparisons among nocturnal and diurnal lemurs, we might compare Avahi with Indri, but 

subsequently we could not compare Avahi with Propithecus or Indri with Phaner (Figure 13.3).  The 

method can, in principle, be extended to calculate contrasts at deeper nodes in the tree (e.g., using 

independent contrasts, see Chapter 7) or with GLS approaches (see Arnold and Nunn in review). 

An example involving animal cognition may help to make the idea of phylogenetic targeting 

more concrete.  Animal cognition has been an area of intense research interest over the past decade, with 

a variety of hypotheses proposed for the factors that influence social and other forms of cognition (Byrne 

and Whiten 1989; Shettleworth 1998).  Measures of cognitive performance are hard to come by, however, 

in large part because cognitive studies rely on having access to captive animals, and rarely are the same 

sets of cognitive tasks given to a wide range of species under comparable experimental conditions.   

In the context of phylogenetic targeting, which species’ cognitive performance should we study?  

Given the high costs of housing animals and conducting the experiments, we might have funds for only a 

small number of comparisons, and we want to choose species that offer the strongest tests of the 

hypotheses of interest.  With a set of hypotheses about cognitive performance, a phylogeny, and data 

relevant to the hypotheses, it is possible to pinpoint which species would best test a hypothesis.  By 

“best,” I am referring to having the highest power to detect an effect (i.e., the biggest evolutionary change 

in one of the traits of interest), and also able to control for alternative explanations (i.e., the smallest 

possible change in other traits that represent alternative hypotheses). 

In the case of cognition, let us start with a single hypothesis, namely that living in a larger group 

favors greater cognitive ability, for example in the context of social or Machiavellian intelligence (Byrne 

and Whiten 1989; Byrne and Whiten 1998).  One widely used predictor variable for this hypothesis is 

group size (Dunbar 1995, 1998; Deaner et al. 2000).   

What about the dependent variable, which involves collecting new data on cognitive 

performance?  For this, we need to decide on the domain of cognition to study, with possibilities that 

include social or spatial cognition (Shettleworth 1998); for the Machiavellian hypothesis, we would 

probably opt for the social domain.  Imagine data on group size for a hypothetical set of species in Figure 
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13.4.  If we were to compare only two species, the strongest test would involve comparison of species iii 

and iv; this pair differs to the greatest extent in group size, and thus under the social intelligence 

hypothesis should also differ to the greatest extent in cognitive performance in the social domain (note, 

however, that we may also want to control for branch lengths, as was done when calculating independent 

contrasts in Chapter 7, see Arnold and Nunn in review).   

To make a statistically valid comparative test of the hypothesis, we would need at least six such 

comparisons across a larger phylogeny, requiring the collection of data on 12 or more species.  In fact, 

considering a larger phylogeny emphasizes the importance of having a systematic way of targeting 

species for comparison:  in the case of primate phylogeny, with 233 species (Bininda-Emonds et al. 

2007), there are 27,028 possible comparisons to consider!  Phylogenetic targeting provides a means to 

systematically identify a set of independent comparisons from among this full set of possibilities 

(AnthroTree 13.3). 

Importantly, phylogenetic targeting also can be implemented to control for alternative hypotheses 

for variation in a dependent variable, or even to test mutually exclusive hypotheses.  Thus, returning to 

the example of cognitive evolution, many factors other than sociality could influence cognitive ability, 

including home range size, life history, metabolic rate and diet (e.g., Deaner et al. 2000; Deaner et al. 

2003; Dunbar and Shultz 2007).  For example, imagine a second hypothesis involving extractive foraging, 

with the prediction that extractive foragers would require greater cognitive ability to facilitate complex 

processing skills, including the use of tools (Gibson 1986).  With information on extractive foraging, we 

often can devise comparisons that control for this alternative explanation, as shown in Figure 13.5.  In this 

case, I coded species as social versus non-social and extractive versus non-extractive foragers (indicated 

by a “yes” or “no,” respectively).  The values for sociality are not meant to match those for group size in 

Figure 13.5, and I assumed that data on extractive foraging are available for only 4 of the 5 species (hence 

species iv would be excluded from the analysis).   

Two paired contrasts are indicated, a and b, and circled values indicate where greater cognitive 

performance would support different hypotheses .  For example, if we compared species iii and v and 
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found that species v performed better on the cognitive task, this would indicate support for the sociality 

hypothesis, but if species iii performed better, it would support the extractive foraging hypothesis.  The 

point is that the hypotheses can be distinguished with contrast b, but they cannot be distinguished with 

contrast a; contrast b is therefore given a higher score by the algorithm used in phylogenetic targeting (see 

Mitani et al. 1996 for a similar approach to dealing with competing hypotheses in a pair-wise comparison 

framework). 

These figures are meant to illustrate a more general process of scoring comparisons according to 

various criteria involving competing hypotheses, confounding variables, and availability of data already 

collected for the dependent variable.  Implementation of the method typically involves much larger 

numbers of species than in Figures 13.4 and 13.5, and for these more complicated scenarios with many 

species, a dynamic programming “maximal pairing algorithm” is useful for selecting a particular number 

of comparisons that maximize the power to test a particular hypothesis (Arnold 2008). 

As noted above, the general principles are also applicable to methods other than pairwise 

comparisons, such as phylogenetically independent contrasts or GLS.  Nonetheless, in the context of 

difficult to measure dependent variables, such as cognitive performance on a particular task, the paired 

comparisons approach has many advantages.  For example, paired comparisons does not require 

reconstruction of ancestral states, it is less vulnerable to phylogenetic errors, and the method works 

equally well with discrete or continuously varying traits (e.g., Read and Nee 1995; Maddison 2000).  By 

comparing close relatives, it becomes possible to tailor the measurement variable to the species of 

interest.  Returning to the example of cognitive tasks, for example, we might need to use a different 

cognitive test for lemurs than for monkeys; the lemur task might be based more on olfactory cues or 

easily manipulated objects, while the monkey test makes use of visual cues or tasks requiring a greater 

degree of manual dexterity.  Thus, it becomes possible to assess the significance of a general pattern by 

comparing lemurs with lemurs and monkeys with monkeys using the same tasks within these groups.  

Lastly, paired comparison does not rely on explicit evolutionary models.   

Simulations revealed that phylogenetic targeting offers significantly higher power to detect 
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correlated evolution than simply taking data at random from a phylogeny (Arnold and Nunn in review).  

Importantly, the simulations revealed that even when the number of comparisons is held constant, the 

power of tests increases by using phylogenetic targeting across a larger clade of organisms.  Thus, it is 

best to apply the method across as many species as possible. 

 

Summary and Synthesis 

The informatics revolution has provided a number of tools that make comparative biology ever more 

straightforward to conduct.  Importantly, these methods not only save time, but also increase the rigor of 

comparisons by making it easier to share larger amounts of data, by retaining explicit links to citations for 

each datum in the database, and by providing opportunities to flexibly expand databases as new questions 

arise.  In addition, many of the RDBMS work flexibly with other programs, including programs for 

geographical analysis of data (GIS) and statistical packages.  

This chapter also covered a new set of methods that can be used to expand databases by 

systematically identifying species to study.  One of these methods, called phylogenetic targeting, provides 

a flexible and systematic approach to target future data collection, and is already being used to study 

primate cognition (E. MacLean, B. Hare, C. Nunn and others, unpublished).  Importantly, this method and 

others like it can be used in the funding process to identify the species most valuable for future study, and 

it has wide applicability in the context of collecting data on wild species before they go extinct. 
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Figure Legends 

 

Figure 13.1.  Example of a relational database.  This simplified example shows data for group size and 

body mass for three species of bamboo lemurs (genus Hapalemur).  Two tables are shown, one 

containing the data and the other containing the detailed reference information (in this simple case, this 

involves the full citation).  Notice that one of the references (Tan 1999) provides data for three different 

species of lemurs, and that each table has one primary key (ID) and one foreign key (Citation).  The 

foreign key limits entry into the Data table to only those references found in the References table.  In an 

actual database, further tables might provide details on locations (e.g., latitude, longitude and altitude) or 

taxonomy (i.e., translating the species given in the reference to a species on the phylogeny being used).  

 

Figure 13.2.  A taxonomic translation table.  By including a table that translates from “reported” names 

to “corrected” names, it becomes possible to easily update taxonomic information and to convert the raw 

data into multiple taxonomies.  Here two “corrected” columns refer to two taxonomic schemes (Corbet 

and Hill 1991; Groves 2001). 

 

Figure 13.3.  Paired comparisons.  Once a branch is used, it cannot be re-used for any further 

comparisons.  The tree comes from an earlier version of the 10kTrees website (Arnold et al. 2010).   

 

Figure 13.4.  Phylogenetic targeting.  Hypothetical data on group size are shown for five species.  Based 

on the reasoning that a larger amount of evolutionary change in one trait should select for greater change 

in another, as yet unmeasured trait, species iii and iv should be studied.  To maintain the independence of 

the paired comparisons, once branches are used they cannot be re-used; thus, species v would no longer 

be available because there is no way to connect that species to other species in the tree without crossing a 

used branch.  
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Figure 13.5.  Selecting pairs of species to control for alternative hypotheses.  Hypothetical data are 

shown for sociality and extractive foraging for five species, with species iv missing data on longevity (and 

thus excluded from further consideration).  For simplicity, data are scored as binary traits indicating social 

versus non-social categories of sociality, and extractive versus non-extractive foraging, and only two 

possible pairwise comparisons are indicated.  Circled character states indicate the species that are 

expected to have greater cognitive performance under the sociality and extractive foraging hypotheses, 

respectively.  Thus, only contrast b provides a means to distinguish among the hypotheses:  greater 

cognitive performance by species v would support the sociality hypothesis, while greater cognitive 

performance by species iii would support the extractive foraging hypothesis. 

 

 

 

 

 

 

 

 

 

 

Figure 13.1 



p.	  23	  

 

 



p.	  24	  

Figure 13.2 
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Figure 13.3 
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Figure 13.4
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Figure 13.5 

 

 

 

 
 


