
vol. 167, no. 6 the american naturalist june 2006

Bayesian Analysis of Correlated Evolution of Discrete
Characters by Reversible-Jump Markov

Chain Monte Carlo

Mark Pagel* and Andrew Meade†

School of Biological Sciences, University of Reading, Reading
RG6 6AJ, United Kingdom

Submitted July 7, 2005; Accepted January 26, 2006;
Electronically published May 9, 2006

abstract: We describe a Bayesian method for investigating cor-
related evolution of discrete binary traits on phylogenetic trees. The
method fits a continuous-time Markov model to a pair of traits,
seeking the best fitting models that describe their joint evolution on
a phylogeny. We employ the methodology of reversible-jump (RJ)
Markov chain Monte Carlo to search among the large number of
possible models, some of which conform to independent evolution
of the two traits, others to correlated evolution. The RJ Markov chain
visits these models in proportion to their posterior probabilities,
thereby directly estimating the support for the hypothesis of corre-
lated evolution. In addition, the RJ Markov chain simultaneously
estimates the posterior distributions of the rate parameters of the
model of trait evolution. These posterior distributions can be used
to test among alternative evolutionary scenarios to explain the ob-
served data. All results are integrated over a sample of phylogenetic
trees to account for phylogenetic uncertainty. We implement the
method in a program called RJ Discrete and illustrate it by analyzing
the question of whether mating system and advertisement of estrus
by females have coevolved in the Old World monkeys and great apes.

Keywords: correlated evolution, Bayesian, MCMC, Discrete, reversible-
jump, comparative methods.

Comparative biologists may frequently wish to test hy-
potheses about whether two traits have coevolved through-
out their evolutionary history. This is one of evolutionary
biology’s most enduring methods for investigating adap-
tation and evolution. A correlation between two traits may
suggest that both are responding to some common evo-
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lutionary force or that one acts as a selective force for
change in the other. Hypotheses about correlated evolution
may involve traits that naturally vary along a continuous
dimension, such as body size or wing length, or that adopt
only a finite number of discrete states, such as mating
system or the presence or absence of some feature.

Our interest in this article is to investigate correlated
evolution of discrete traits. Pagel (1994a) described a
continuous-time Markov model approach that calculates
the likelihood of discrete trait data under two models of
evolution, one in which the traits are allowed to evolve
independently of one another on a phylogenetic tree and
one in which they evolve in a correlated or dependent
fashion. If the likelihood of observing the trait data under
the model of dependent trait evolution exceeds that for
the model of independent trait evolution, the null hy-
pothesis of no correlation is rejected in favor of the view
that the traits have coevolved.

In its original formulation, this model, known as Dis-
crete, was estimated by maximum likelihood methods, and
the test of correlated evolution was typically performed on
a single phylogenetic tree. This practice, routine in com-
parative studies, implicitly assumes that the investigator
has used the true phylogeny. But phylogenies are inferences
from data, subject to error, and different estimates of the
phylogenetic tree can give different answers to comparative
hypothesis tests. Attempts to resolve the problem of phy-
logenetic uncertainty include testing hypotheses in hap-
hazard samples of “best” or favored trees, using all equally
parsimonious trees, and using a consensus tree. These ap-
proaches, although a step in the right direction, are of
uncertain value because they lack a clear probabilistic basis
for drawing a sample of trees on which to test the com-
parative hypothesis.

Bayesian Markov chain Monte Carlo (MCMC) statis-
tical methods (e.g., Geyer 1992; Gilks et al. 1996) offer a
solution to the problems of sampling phylogenies and pro-
vide a way to account for phylogenetic uncertainty in com-
parative studies. These methods can be used to draw a
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Figure 1: Transitions among the four combinations of states resulting
from two binary variables. Subscripts i and j identify the beginning and
ending states, respectively, of each transition, where the values 1, 2, 3,
and 4 correspond to the state pairs {0,0}, {0,1}, {1,0}, and {1,1}. Thus,
q12 describes the transition between state {0,0} and state {0,1} over short
time interval dt. Dual transitions in which the states of both variables
instantaneously change are assumed not to occur.

sample of trees that estimates the posterior probability
distribution of phylogenies (e.g., Larget and Simon 1999).
The comparative hypothesis is then tested by summing
over trees, effectively integrating over the tree space, re-
moving phylogenetic uncertainty from the result (Pagel
and Lutzoni 2002). We have implemented the Discrete
method in a Bayesian framework in which MCMC meth-
ods are used to estimate ancestral character states (Pagel
et al. 2004) and to test for correlated evolution (Pagel and
Meade 2005). In addition to accounting for phylogenetic
uncertainty, the Bayesian approach simultaneously esti-
mates the posterior probability distributions of the param-
eters of the model of trait evolution.

Our aim here is to show how a particular form of
Bayesian analysis, known as reversible-jump (RJ) MCMC
(Green 1995), can additionally be used to guide the choice
of the best-fitting model of trait evolution within Discrete,
while simultaneously testing the hypothesis of a correlation
between two traits. The significance of the RJ MCMC ap-
proach in this context is that there are more than 21,000
distinct models of correlated trait evolution to choose
from, varying in the number of parameters used to explain
the data. Unlike with most modern phylogenetic inference,
in which the researcher typically has many hundreds or
thousands of data points or sites in the alignment, the
comparative biologist is frequently limited to just one or
two traits to estimate the parameters of the model of trait
evolution. This places a premium on choosing the best
model to describe the data—one that balances numbers
of parameters against being able to detect the patterns of
coevolution in the two traits under study.

Conventional means of selecting the best model require
the investigator to try multiple tests among alternative
pairs that vary in the number of parameters and the con-
straints put on them. The RJ MCMC methodology cir-
cumvents this by constructing a Markov chain that ex-
plores the universe of possible models, visiting them in
direct proportion to their posterior probabilities. The
model or models that emerge from the chain will normally
have direct relevance to testing among alternative evolu-
tionary scenarios to describe how the traits arose and
coevolved.

To illustrate the RJ MCMC methodology, we revisit the
question of whether the advertisement of estrus by female
Old World monkeys tends to occur in primate societies
with multimale mating systems in which females mate with
more than one male. Several previous investigators have
suggested this link (Clutton-Brock and Harvey 1976; Hrdy
and Whitten 1987; Hrdy 1988; Sillén-Tullberg and Møller
1993; Pagel 1994b; Domb and Pagel 2001). Domb and
Pagel (2001) showed that females with the most pro-
nounced estrus advertisement have higher expected life-
time reproductive success, providing a reason for males to

be interested. We show how the parameters of evolutionary
models that bear on alternative hypotheses to explain this
relationship can be estimated on a molecular phylogeny
of the Old World monkeys.

In the sections to follow, we first describe the model of
correlated evolution and its parameters. This is followed
by a discussion of the number of distinct forms the model
can take. We then describe MCMC methods and the RJ
methodology before applying the methods to the primate
data.

The Model of Correlated Trait Evolution

Our description here of the Discrete model only partly
overlaps with that of Pagel (1994a). Two binary traits can
yield four different combinations of states, as shown in
figure 1. These states are observed in species and arrayed
on a phylogeny. The model attempts to discover the evo-
lutionary pathways that held throughout the evolutionary
history of the species and eventually gave rise to the ob-
served data.

Figure 1 links the four combinations of states by arrows
with parameters that describe the evolutionary rates of
transition between the two states of one variable, holding
constant the state of the other. The subscripts i and j
identify the beginning and ending states, respectively, of
a particular transition, where the values 1, 2, 3, and 4
correspond to the state pairs {0,0}, {0,1}, {1,0}, and {1,1}.

If two traits have evolved independently of one another,
then the rate of change between the two states of one
variable will not depend on the background state of the
other. For example, if the rate of change from state 0 to
state 1 in the second variable does not depend on the state
of the first variable, then q12 will be equal to q34. If 0 and
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1 refer to the absence and presence, respectively, of some
trait, then implies that gains of trait 2 are in-q p q12 34

dependent of the presence or absence of trait 1. More
generally, the model of independent evolution can be de-
fined by setting , , , andq p q q p q q p q12 34 13 24 21 43

; it therefore uses a maximum of four parametersq p q31 42

and as few as one if all four pairs adopt the same value.
The model of correlated or dependent evolution does

not place any restrictions on the parameters, instead al-
lowing some kinds of transitions to depend on the back-
ground state of the other. When this is true, pairs of states
will tend to be associated with each other in the species
data more often than expected by chance, and the depen-
dent model will provide a better description of the data.
Thus, if the pair of states {1,1} is observed more often
than {0,1}, it may suggest that , and the depen-q ( q12 34

dent model will account for the data better than the in-
dependent model. Many other dependent models are pos-
sible (see Pagel 1994a for some general cases) that require
as few as two transition rates and as many as eight.

The method is formally described by a rate matrix Q:

0,0 0,1 1,0 1,1
0,0 … q q 012 13 
0,1 q … 0 q21 24Q p , (1)I,D 1,0 q 0 … q31 34 
1,1 0 q q … 42 43

where we use the QI,D notation to indicate that the matrix
can be configured to either the independent or the de-
pendent (correlated) model, depending on whether some
pairs of transition rates are equivalent. The main diagonal
elements are defined as minus the sum of the other rate
coefficients in the row of the matrix, so that each row
sums to zero. The values of all dual transitions, or cases
in which both traits change simultaneously, are set to zero.
Dual transitions are set to zero because their transition
rate parameters measure the probability of both traits
changing simultaneously in an infinitesimally short inter-
val dt. The probability of both traits changing in the same
instant is negligibly small and can be ignored.

The model does allow both traits to change over a longer
interval t, however. Numbering the four states in the ma-
trix above 1–4, as before, we can write the probability of
a change in short interval dt as . The prob-P (dt) p q dtij ij

abilities over longer intervals t are found by exponentiating
the matrix multiplied by the length of the interval:Q

P (t) P (t) P (t) P (t)11 12 13 14 
P (t) P (t) P (t) P (t)�Qt 21 22 23 24P(t) p e p . (2)
P (t) P (t) P (t) P (t) 31 32 33 34

P (t) P (t) P (t) P (t) 41 42 43 44

Combining these probabilities over all branches of the tree
and all possible states at each node (see Pagel 1994a) yields
the likelihood of the data given the model of trait evo-
lution, or P(DFQ).

The Number of Different Models

Writing the rate parameters from equation (1) in pairs as
described for the model of independent evolution gives
the string ({q12,q34},{q13,q24},{q21,q43},{q31,q42}). We can as-
sign integers to these elements so that two elements with
the same integer adopt the same rate—they fall in the
same rate class. Independent evolution of two traits pre-
dicts that the members of each pair in this string will
be in the same rate class. The model described by
(1,1,2,2,3,3,4,4) is the most general model of independent
evolution. Even though rates vary, the relevant pairs always
evolve at the same rate. The model (1,1,1,1,1,1,1,1) sets
all of the rates equal to each other. It is also a model of
independent evolution because for all relevant pairs, the
rate at which one trait changes does not depend on the
value of the other trait.

Using the same pairwise classification, the model
(1,2,3,4,5,6,7,8) describes the most general model of trait
evolution, using all eight of the rate parameters. It is a
model of correlated evolution because the rate of change
of one trait depends on the value of the second trait: the
members of each pair are evolving at different rates. Many
other models of correlated evolution can be constructed
using fewer than eight parameters.

How many models are there? Stirling numbers of the
second kind count the number of distinct ways of ar-
ranging n objects into c classes. Denoting the Stirling num-
bers as S2(n,c), we can compute them for any n and c from

c�1
1 ci nS (n,c) p (�1) (c � i) .�2 ( )ic! ip0

If n is 3 and c is 1, there is just one outcome: all three
objects are in the same class. For and , theren p 3 c p 2
are three possible outcomes: ((1,2),3), ((1,3),2), and
((2,3),1), each one placing a different pair in the same
class. For and , there is again just one out-n p 3 c p 3
come: each object in a different class. A common Stirling
number is , the number of ways of(n�1)S (n,2) p 2 � 12

dividing n objects into two classes.
The Stirling numbers for eight objects are ,S (8,1) p 12

, , ,S (8,2) p 127 S (8,3) p 966 S (8,4) p 1,701 S (8,5) p2 2 2 2

, , , and , giv-1,050 S (8,6) p 266 S (8,7) p 28 S (8,8) p 12 2 2

ing a total of 4,140 distinct models for the full eight-
parameter model of equation (1). This sum is referred to
as the Bell number for eight objects. The last of these,
S2(8,8), is the model (1,2,3,4,5,6,7,8). One of the 28 models
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with seven parameters is (1,2,3,4,5,6,7,7). Using our pair-
wise classification scheme, this model says that q p31

, or that losses of trait 1 do not depend upon the pres-q42

ence or absence of trait 2. The model (1,1,2,3,1,1,1,1) de-
scribes one of the 966 possible three-parameter models,
this one being a model of correlated evolution because the
members of the pair q13 and q24 evolve at different rates.

Fifteen of the 4,140 models describe independent evo-
lution. These are found by treating the eight parame-
ters as four pairs and finding the corresponding Stir-
ling numbers: , , ,S (4,1) p 1 S (4,2) p 7 S (4,3) p 62 2 2

and . The first of these models is justS (4,4) p 12

(1,1,1,1,1,1,1,1), and the last is the model (1,1,2,2,3,3,4,4).
One of the seven models of independent evolution with
two distinct rate classes is (1,1,1,1,2,2,2,2). A simple variant
of this is a model of dependent evolution: (1,2,1,1,2,2,2,2).
This model says that ; that is, the rate at whichq ( q12 34

trait 2 changes from state 0 to state 1 depends upon the
state that trait 1 is in. There are 119 additional dependent
models with two rate classes.

Selecting Models of Trait Evolution Using
Reversible-Jump MCMC

Testing for correlated evolution and distinguishing
among alternative evolutionary scenarios to explain the
observed data depends upon identifying whether specific
pairs of rate parameters reside in the same rate class. The
large number of possible alternative models with varying
numbers of distinct classes of parameters and the tedious
effort required to identify which one or ones best describe
the data make attractive a direct approach to model
selection.

We describe in this section how Markov chain Monte
Carlo methods can be used to select among the possible
models of trait evolution while simultaneously accounting
for phylogenetic uncertainty and uncertainty about the
parameters of the model of trait evolution. Specifically, we
employ the theory of reversible-jump Markov chain Monte
Carlo as originally described by Green (1995) to explore
alternative models that can vary in their number of di-
mensions as well as in the precise values of the rate pa-
rameters. The theory provides the framework for moving
among models and for calculating probabilities associated
with such moves. Examples of the use of reversible-jump
MCMC in biology include choosing among models of gene
sequence evolution (Boys and Henderson 2001; Huelsen-
beck et al. 2004), testing among alternative phylogenetic
topologies (Suchard et al. 2001; Lewis et al. 2005), and
estimating demographic parameters in genealogical mod-
els (Opgen-Rhein et al. 2005).

The likelihood of the comparative trait data for model
of evolution Mi with parameters Q is given by

P(DFM ,T) p P(DFQ)p(QFM )dQ,i � i

Q

where p(QFMi) is the prior probability of the parameters
in model i, given a particular tree topology. This is to
say that we find the likelihood of the data for a given
model and tree by integrating the likelihood over the
possible values of the rate parameters in Q, weighted by
their prior probabilities. The rate parameters can be con-
figured into any one of the 4,140 models that arise from
allowing between one and eight distinct rate classes. To
account for phylogenetic uncertainty, rewrite P(DFMi,T)
as

P(DFM ) p P(DFQ)p(QFM )p(T)dQdT,i �� i

T Q

where we now drop the T from the left-hand side to in-
dicate that we find the likelihood, having integrated over
both the rate parameters and phylogenetic trees, T.

These integrals cannot be solved analytically, but
MCMC methods (e.g., Geyer 1992; Gilks et al. 1996) can
be used to approximate the posterior probability distri-
butions of the likelihood and the parameters of the model
of evolution. A Markov chain is a mathematical device
that jumps from one state to another. It has the property
that the probability of jumping to a new state is a function
of only the current state and not of earlier states in the
chain. Markov chain Monte Carlo methods are now widely
used in phylogenetic inference (e.g., Rannala and Yang
1996; Wilson and Balding 1998; Larget and Simon 1999;
Huelsenbeck et al. 2001; Lutzoni et al. 2001; Pagel and
Lutzoni 2002; Pagel and Meade 2004).

In a comparative context, we construct a Markov chain
that jumps among possible states of the model of trait
evolution, here defined by the parameters in Q, as well as
moves around a sample of trees from the universe of phy-
logenies. At each step of the chain a new model is proposed
by altering one or more of its parameters. Successive mod-
els are sampled by the Metropolis-Hastings algorithm
(Metropolis et al. 1953; Hastings 1970). A newly proposed
model that improves on the previous model in the chain
is always accepted (sampled); otherwise, it is accepted with
probability proportional to the ratio of its likelihood to
that of the previous model in the chain. Formally, the
acceptance probability rule must keep track of the ratio
of these likelihoods, the ratio of the prior probabilities of
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the two models, and two additional quantities called the
proposal ratio and the Jacobian:

R p min (1, likelihood ratio # prior ratio

# proposal ratio # Jacobian).

The product of the likelihood and prior ratios is given
by

′ ′P(DFQ )p(Q FM)
,

P(DFQ)p(QFM)

where P(DFQ) is as defined above, p(QFM) is the prior
probability of a given set of rate parameters (see “Data
and Methods”), and primes denote a proposed model. The
proposal ratio compares the probability of moving toward
some new model, often a model of different dimension-
ality, to the probability of moving back from that state to
the original state. The Jacobian measures the ratio of the
volumes of the two state spaces defined by the current and
proposed models.

If a Markov chain following this acceptance rule is al-
lowed to run for long enough, it reaches a stationary dis-
tribution. At stationarity, a properly constructed chain
wanders through the universe of possible states, visiting
better and worse models in proportion to their posterior
probabilities, rather than inexorably moving toward better
outcomes, as an optimizing approach, such as maximum
likelihood, would do. The stationary distribution of the
chain thereby simultaneously samples the posterior dis-
tribution of models of trait evolution, the parameters of
these models, and the likelihood of the data.

Merging and splitting. Two fundamental operations used
in reversible-jump models to change the number of di-
mensions are the merge and split (e.g., Boys and Hen-
derson 2001). In our context, merge operations reduce the
number of rate classes by combining two distinct rate
classes into one. Split operations do the reverse.

Write the current model of the Markov chain as M and
describe its parameters using the notation for rate classes
we introduced above. The model (1,2,3,4,5,6,7,8) has eight
rate classes, corresponding to eight distinct dimensions.
Label the number of distinct rate classes or dimensions in
a model as k. Define “merge” and “split” moves that, re-
spectively, reduce and increase the dimensionality of a
model. The model (1,2,3,4,5,6,7,7) has seven rate classes
( ), the final two having been merged into one. Split-k p 7
ting rate class 7 into two can recreate the eight-dimensional
model.

Our implementation of the merge and split moves is
similar to that described for moving among models of

gene-sequence evolution (Huelsenbeck et al. 2004); both
involve the same continuous-time Markov model, ex-
cept here we manipulate an eight-parameter non-time-
reversible model rather than the usual six-parameter time-
reversible model of sequence evolution. The probability of
a merge move (as opposed to a split) on the current
model is 1/2 unless the model is (1,1,1,1,1,1,1,1) or
(1,2,3,4,5,6,7,8). In the first case, the probability of a merge
is zero because there is only one dimension. In the second
case, the model can only be merged ( )probability p 1.0
because no more than eight dimensions are allowed. By
the same logic, the probability of a split is also 1/2, except
for model (1,1,1,1,1,1,1,1), for which it is 1.0, and for
model (1,2,3,4,5,6,7,8), for which it is zero.

To conduct a merge, first randomly choose two distinct
rate classes i and j from among the k classes in the model.
They have rates qi and qj , all of the elements within a class
having the same rate. There will be ni rates in rate class i
and nj rates in rate class j. For example, if the model is
(1,1,1,1,2,2,2,3) and the second and third rate classes are
chosen to merge, then and . Merge thesen p 3 n p 12 3

two rates deterministically to create a new rate ′q p
. This method has the property of(n q � n q )/(n � n )i i j j i j

keeping the overall rate of change in Q constant. This is
not a necessary property but may help to promote “mix-
ing,” or how well the chain moves from one dimension
to another.

To conduct a split move on the current model, it is
necessary first to identify the rate classes with more than
one element because only these can be split. Let the num-
ber of such classes for a given model be denoted N(M).
Choose one of these N(M) classes at random to split into
two rate classes. The rate class to be split will have n
elements to be distributed randomly between the two new
classes. Thus, if the model is (1,1,1,1,2,2,2,3), there are
two possible classes that could be split. If the first one is
chosen, it has four elements that will be divided at random
into two new rate classes; ni of these will go to one of the
new rate classes and nj to the other. The new rates are
given by and , where m is aq p q � m/n q p q � m/ni i j j

random number. If m is drawn on the uniform interval
�niqi to njqj, then qi and qj will sum to q, and once again
the overall rate of change remains constant. As with the
merge move, there are other ways of creating the new rates,
but this is a convenient one with desirable properties.

The proposal ratio for a merge move is given by

1 1 1′P(M ) # # #′ (n �n �1) ′i js ( )N M [2 �1] q (n �n )i j

,
1

P (M) # km ( )2

where primes on variables denote proposed models. Thus,



Reversible-Jump Discrete 813

Ps( ) is the probability of splitting the proposed model,′M
the one caused by the merge; Pm(M) is the probability of
merging the current model; and N( ) is the number of′M
rate classes in the proposed model that will have more
than one element (i.e., these are the ones that can be split).
The merge creates a group with elements in it, then � ni j

numbers of elements in the two groups to be merged.
The “Jacobian” is defined as the determinant of the square

matrix J of partial derivatives of the proposed rate param-
eters with respect to the current parameters (q) and to the
amount by which they are changed (u), here given by

F F�J(q ,q ) n nF Fi j i jp .F FF F

�(q,u) n � nF F i j

A split move begins with one rate class of at least two
elements that will be split into two rate classes. The pro-
posal ratio is

1′P (M ) # km ( )2

,
1 1 1

P(M) # # #(n �n �1)i js N(M) [2 �1] q(n �n )i j

and the Jacobian is .(n � n ) /n ni j i j

Augmenting and reducing. The merge and split moves
change the dimensionality of the model but never remove
any of its parameters. In this section, we introduce two
new moves. “Reduce” moves explore the possibility that
a rate parameter can be assigned to a special class with a
rate of exactly 0.0, equivalent to removing the correspond-
ing evolutionary pathway from the model. “Augment” re-
turns parameters to the model from the zero class.

A reduce move first randomly chooses one of the rate
classes in a model that contains more than one element,
then selects one of the n elements in that class at random
to assign to the zero class. Rate classes with a single element
are not reduced because this would simultaneously reduce
the dimensionality of the model; that is the job of the
merge move. The form of the acceptance probability fol-
lows that above for merge and split. The prior ratio for
augment and reduce is always 1.0 because these moves
never change the dimensionality of the model, the number
of distinct rate classes (and thus, the number of prior
terms) always remaining the same. The proposal ratio for
a reduce move is

1 1′P (M ) # #′A n k0

,
1 1

P (M) # #R N(M) ni

where is the probability of augmenting the pro-′P (M )A

posed (reduced) model. With one exception, P (M) p 1A

if all of a model’s rate classes have a single element in
them. The exception is a model with eight rate classes, for
which . For all other models, . TheP (M) p 0 P (M) p 0.5A A

term is the number of elements in the “zero” bin once′n 0

the proposed (reduced) model is formed, one of which
would be chosen at random to be an augmenting param-
eter. The term is the number of rate classes in the′k
proposed model.

In the denominator, PR(M) is the probability of reducing
the current model. Any model with at least one rate class
containing two or more elements is reduced (as opposed
to augmented) with probability 1/2. Models in which all
of the rate classes have a single element are not reduced,
for the reasons given above. The variable N(M) is the
number of rate classes in the current model with more
than one element in them (i.e., candidates for reduction),
and 1/ni is the probability of choosing one of the ni ele-
ments in the ith rate class of the current model. The Ja-
cobian for a reduce move is 1.

The proposal ratio for an augment move is

1 1′P (M ) # #′ ′R N(M ) ni

.
1 1

P (M) # #A n k0

The Jacobian for an augment move is 1.
The augment and reduce moves mean that there are

many more than the basic 4,140 models given by the Stir-
ling numbers for eight objects. Consider that with one
parameter in the zero bin, the Stirling numbers for seven
objects describe models. There are eight differentn p 877
ways of putting one of the parameters in the zero bin,
yielding , or 7,016 additional models. Following8 # 877
this logic, the number of potential models for the chain
to explore is 21,146. Fifty-one, or 0.24%, of the 21,146
models correspond to independent trait evolution.

Model Testing

We use Bayes factors to test for correlated evolution and
to select among models because our interest is to compare
posterior probability distributions. Conventional tests
used in likelihood settings such as the likelihood ratio and
Akaike (1973) and Bayesian (Schwarz 1978) Information
Criterion tests are useful for single likelihoods at or very
near their maximum likelihood values.

The Bayes factor (BF) comparing model i to model j is
written as the ratio of the marginal likelihood of model i
to model j :
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P(DFM )iBF p .ij P(DFM )j

A marginal likelihood is just the average of the likelihoods
when integrated over the other model parameters, where
P(DFM) is as defined above. The Bayes factor test for
correlated evolution would sum the marginal likelihoods
for all of the dependent models, comparing them to the
marginal likelihoods of the independent models. Values of
the BF greater than 1 indicate that the average likelihood
of the data under model i is greater than that for model
j.

Calculating the marginal likelihoods can be difficult.
The Markov chain estimates the posterior distribution, but
the Bayes factor requires an estimate of P(DFM) as defined
by the integral. Numerical methods can be used to ap-
proximate the integral, but these are impractical when the
number of parameters is large. The harmonic mean of the
posterior distribution of likelihoods has been proposed as
an alternative to calculating the integral (Newton and Raf-
tery 1994; Kass and Raftery 1995). It can be unstable but
“almost surely” converges on P(DFM) as the number of
samples grows very large (Raftery 1996, p.169).

Equivalently, the Bayes factor can be written as the ratio
of the posterior to the prior odds of two models:

P(M FD)/P(M FD)i jBF p .ij P(M )/P(M )i j

This form of the Bayes factor is particularly convenient
when using reversible-jump MCMC. The RJ chain esti-
mates a model’s posterior probability P(MFD) from the
proportion of time the chain visits it, and it is therefore
available as a standard part of the RJ output. To estimate
the prior odds, we use the “expanded” Stirling number
distributions that take into account the augment and re-
duce moves. These give as the prior odds for the dependent
to independent models .(21,146 � 51)/51 p 413.63

For the RJ chain to suggest correlated evolution, it must
visit dependent models more than 413 times as often as
independent models. Raftery (1996, p. 165) suggests that
a value of 3–12 for the BF is “positive” evidence for model
i, a value greater than 12 is “strong” evidence, and BF 1

is “very strong” evidence; values less than 0 provide150
evidence for model j. The Bayes factor can also be ex-
pressed on a logarithmic scale using 2loge(BF). Values of
2–5 on this scale are positive evidence, greater than 5 is
strong evidence, and greater than 10 is very strong
evidence.

Data and Methods

We implemented the RJ MCMC methodology in the model
Discrete (Pagel 1994a, 1999) and applied it to data on 60
Old World monkey and great ape species to test for cor-
related evolution between estrus advertisement and mul-
timale mating system.

Trait Data

Estrus advertisement in females consists of a prominent
swelling of the perineum at or around the time of ovu-
lation. In species lacking this overt advertisement, there is
no swelling, although some species may show a slight red-
dening of the perineum. Some authors distinguish the lat-
ter two categories, but we do not because the definition
of “slight” is vague, the difference between slight and ex-
aggerated sexual swellings is marked, and there are not
good comparative data to suggest that males generally use
“slight” reddenings as signals. A multimale mating system
is one in which females mate with more than one male
during their estrus. We contrasted these mating systems
with monogamous or unimale mating systems, the latter
being ones in which harem-holding males mate with each
of the females in their groups. We used published data on
the primates from a variety of sources to classify each
species on these two traits (Clutton-Brock and Harvey
1976; Hrdy and Whitten 1987; Sillén-Tullberg and Møller
1993; Nunn 1999). We scored the Hamadryas baboons
(Papio hamadryas) and the drills and mandrills (Man-
drillus sphinx and Mandrillus leucophaeus) as having mul-
timale mating systems. Some authors categorize these spe-
cies as having unimale mating systems in multimale
societies (Hrdy and Whitten 1987). Values of the traits
were uncertain for several of the species, and we accom-
modate this by assigning these species a dash instead of a
number and summing the likelihood over both states for
that species.

We assigned a 1 to the presence of estrus advertisement
and to multimale mating systems and a 0 otherwise. Treat-
ing estrus advertisement as trait 1 and mating system as
trait 2, table 1 describes the evolutionary transition cor-
responding to each of the eight possible transitions in the
model of correlated evolution. This table will be used be-
low for interpreting the models of evolution and the pos-
terior distributions of the rate coefficients that emerge
from the RJ chain.

Phylogeny

We downloaded cytochrome-b gene sequence data from
GenBank for the Old World monkeys and great apes, plus
for four New World monkey species as an outgroup, and
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Table 1: Description of the rate coefficients as applied to the primate data

Coefficient Evolutionary transition

Gains:
q12 Gain of multimale system in absence of estrus advertisement
q13 Gain of estrus advertisement in absence of multimale system
q24 Gain of estrus advertisement in presence of multimale system
q34 Gain of multimale system in presence of estrus advertisement

Losses:
q21 Loss of multimale system in absence of estrus advertisement
q31 Loss of estrus advertisement in absence of multimale system
q42 Loss of estrus advertisement in presence of multimale system
q43 Loss of multimale system in presence of estrus advertisement

aligned the data with Clustal-X (Thompson et al. 1997).
This produced an alignment of 1,138 sites on 64 species
(data available from the authors). We inferred the phylog-
eny using BayesPhylogenies (http://www.ams.reading.ac.uk/
zoology/pagel), adopting a model of sequenceGTR � G

evolution as the best fitting model to emerge from our
“mixture model” approach that allows more than one model
of sequence evolution to be fitted to the data (Pagel and
Meade 2004). We used a uniform prior on trees, exponential
(10) priors on branch lengths, and uniform (0–100) priors
on the parameters of the model of sequence evolution.

Reversible-Jump Discrete MCMC

We applied the reversible-jump Discrete model to the trait
data, which in turn were arrayed on the phylogenetic trees
drawn from the converged Markov tree inference chain.
At each iteration of the Markov chain, one of three things
happens: a new set of rate parameters is proposed, a merge/
split is attempted, or a reduce/augment is tried. Simul-
taneously with all of these steps, the chain proposes to
jump to a new tree in the sample of 500 trees (see Pagel
et al. 2004 for further discussion). We used this procedure
in preference to running a single Markov chain that si-
multaneously samples trees and calculates the likelihood
of the model of trait evolution. Sampling trees is orders
of magnitude slower than sampling models of trait evo-
lution, and we wished to run the model of trait evolution
for hundreds of millions of iterations to estimate the har-
monic mean. Changes to the rates were performed 80%
of the time, merge and split moves were performed 7.5%
of the time, augment and reduce moves were performed
2.5% of the time, and the priors were updated 10% of the
time.

We used a uniform prior on the models and a gamma
prior on the rate coefficients. The gamma is a two-parameter
right-skewed probability distribution. Our expectations
were that the rate coefficients would tend to have right-
skewed posterior distributions because they cannot be less
than zero but can take any positive value. We did not specify

the mean or variance of the gamma but rather seeded its
two parameters, normally labeled a and b, by drawing from
a uniform (0–10) hyperprior distribution. The use of a hy-
perprior allows the investigator to remain relatively uncom-
mitted about the details of the prior distribution, allowing
them to be estimated from the data. In most comparative
studies, investigators have very little information about the
mean and variance of the rate coefficients.

The RJ Discrete model is implemented in the software
BayesMultiState . It can be downloaded, along with a man-
ual, instructions on hypothesis testing, and a complete list
of the 21,146 models in the expanded Stirling number
set, from http://www.ams.reading.ac.uk/zoology/pagel.
The software also implements a reversible-jump procedure
for single multistate categorical trait data.

A factor in choosing the range of the hyperprior is that
branch lengths are fixed in most comparative analyses, being
given by the trees. This means that the values of the rate
parameters can be known only to a constant of propor-
tionality; increasing the branch lengths by a constant mul-
tiplier c scales the rate parameters by 1/c so that the product
of the rate and branch length remains constant. The mean
of the gamma distribution is the product of its two param-
eters. We drew both at random from the hyperprior, mean-
ing that values up to 100 for the mean could be obtained.
If the posterior distributions bunch up at the top end of
the 0–100 scale, then the hyperprior’s limits can be shifted
or the branches can be scaled to move the rate coefficients
to an intermediate value. We updated the gamma prior by
drawing new values of a and b from the hyperprior.

Results

Phylogenetic Tree

We ran seven independent Markov chains, all of which
converged to the same region of the tree space (average
log ). After a burn-in oflikelihood p �15,404 � 0.35
1,000,000 iterations, we sampled 500 trees at intervals of
100,000 trees, ensuring the successive trees were not au-
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tocorrelated: average autocorrelation from the seven
. This sample of trees is used to ac-runs p 0.016 � 0.019

count for phylogenetic uncertainty in the RJ Discrete runs.
Figure 2 shows the consensus phylogenetic tree, which

agrees with the major taxonomic features identified for
this group (e.g., Purvis 1995). The genus of langur mon-
keys (Presbytis sp.) is reconstructed as polyphyletic. There
is considerable uncertainty about some nodes, emphasiz-
ing the need for a Bayesian approach to trait evolution
that accounts for phylogenetic uncertainty (R. Voss and
A. Mooers have produced a dated supertree of the entire
order Primates, currently unpublished). Values of the two
traits are shown at the tips.

Ancestral States for Mating System and
Estrus Advertisement

We reconstructed the probable ancestral states (see table
in fig. 2) for both traits at several points of interest on the
tree following the Bayesian methods described by Pagel et
al. (2004) and using their most-recent-common-ancestor
(MRCA) approach. The MRCA reconstructions allow in-
vestigators to reconstruct the ancestral state of the com-
mon ancestor to a group of species when the node sup-
porting that group has less than 100% posterior support.
We found a posterior probability of and88% � 10%

, respectively, for a lack of estrus advertise-80% � 12%
ment and single male or monogamous mating system be-
ing the ancestral states of the Old World monkeys. At node
B, the ancestor to the macaques (Macaca), baboons (Pa-
pio), and cercopithecine monkeys, the ancestral states of
both traits are uncertain. By node C, both traits have
adopted their derived states of multimale mating systems
paired with estrus advertisement, indicating that a single
gain of each trait probably occurred along the branch be-
tween nodes B and C. These reconstructions also suggest
one or more losses of estrus advertisement in the macaques
and a gain of multimale mating system in vervet monkeys
(Cercopithecus aethiops).

At node D, the common ancestor to the langurs (Pres-
bytis) and colobus monkeys, advertisement of estrus has not
yet evolved, but a multimale mating system may have. Mul-
timale mating had evolved by node E, but estrus advertise-
ment remains uncertain. The absence of both in Colobus
guereza is a secondary loss of multimale mating, but whether
this species’ lack of estrus advertisement is ancestral or de-
rived is unclear. Among the great apes, nodes F, G, and H
show that estrus advertisement and multimale mating sys-
tem evolved just once, in the chimpanzees (Pan).

The RJ Discrete Chain

We ran the RJ Discrete Markov chain a number of times
independently for at least 101,000,000 iterations, so that
the chain had ample opportunity to visit the various mod-
els. All runs gave the same results and we report one of
them here. We discarded the first 1,000,000 iterations of
each run, and then we sampled every hundredth iteration,
to produce 1,000,000 sampled points. This sampling fre-
quency is adequate to produce effectively independent
samples (average autocorrelation of five runs: r p

). A single run of 101,000,000 iterations took0.027 � 0.003
about 6 h on a desktop computer, and, as we will show,
a shorter chain would have been sufficient.

Figure 3 shows a time-series plot of the RJ Markov chain
and the posterior probability distribution of the log like-
lihood ( ), illustrating how the chainmean p 36.84 � 1.65
moves quickly between regions of low and high likelihood
but concentrates most of its posterior sample in middle
regions. The distribution is left skewed, with a dispro-
portionate number of models that fit the data poorly. The
distribution also shows that the maximum likelihood out-
come, which would be found in the upper-right tail of the
distribution, has a very low posterior probability and that
regions of more intermediate likelihood arise far more
frequently under the model of trait evolution.

Posterior Distributions of Rate Classes and Models

The posterior distribution of figure 3 includes the likeli-
hoods of all of the different models of trait evolution that
the RJ chain visited. Figure 4a plots the cumulative density
function of visits to models and, for comparison, the func-
tion expected from the expanded Stirling numbers. Each
of the 21,146 models in the expanded Stirling set is equally
likely, so its cumulative density increases linearly. If the
Markov chain wandered at random among these possible
models independently of likelihood, its cumulative density
would also rise linearly. Instead, the RJ chain’s cumulative
density rises sharply, visiting a restricted set of the models:
161 models, less than 1% of those possible, account for
95% of the posterior sample. A further 2,191 models ac-
count for the remaining 5% of the posterior sample, most
being visited fewer than 20 times out of the 1,000,000
iterations of the chain.

Figure 4b and table 2 explore the nature of the models
that dominate the posterior sample. Figure 4b records the
frequency histogram of numbers of rate classes in the mod-
els that make up the posterior sample and, for comparison,
the distribution of rate classes in the expanded Stirling
number distribution. The RJ chain spends 98.6% of its
time in models with one or two positive rate classes
( ), shifted far to the left of the nullmean p 1.54 � 0.27



Figure 2: Molecular phylogeny of the Old World monkeys and great apes, derived from cytochrome-b data. The tree is a consensus of 500 trees
sampled from a converged Markov chain. Numbers at nodes are the posterior probabilities. Data shown across the tips are estrus advertisement
(OA; 1 p present, 0 p absent) and mating system (MS; 1 p multimale, 0 p monogamous or single male). Species with a dash in place of a
number are uncertain and are treated in the likelihood calculations as having both states. Inset shows table of reconstructed ancestral states;

and are the reconstructed probabilities of estrus advertisement and multimale mating systems at the labeled nodes.P(OA p 1) P(MS p 1)
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Figure 3: Time-series plot and frequency distribution of the log likelihood of the reversible-jump Markov chain, based on a sample of 1,000,000
observations drawn from 100,000,000 iterations, in which 2,352 different models were visited out of a possible 21,146. Mean log likelihood p
36.84 � 1.65.

distribution. In addition, 99.86% of the models at con-
vergence included at least one rate in the zero bin.

Figure 4b implies that the 161 models that make up the
95% credible set are close to each other in the model space.
Table 2 illustrates this, recording the distribution of rate
classes for the 10 most visited models plus, for comparison,
the hundredth most visited model (see table 1 for a de-
scription of the coefficients). Rate coefficients, beginning
with 0, that are assigned the same integer number are in
the same rate class, and Z indicates a rate coefficient as-
signed to the zero bin. The top five models account for
44% of the posterior sample and contain just one positive
rate class and elements in the zero bin. To put this in
perspective, any one model is expected by chance to be
visited 0.0047% of the time, or about 50 times out of the
1,000,000 iterations. This is almost 2,000-fold fewer visits
than the top five models received. The top 10 models
account for 50% of the posterior sample. Rates q13 and q43

are placed in the zero bin in all of the top 10 models, and
the remaining nonzero rates fall into at most two rate
classes. This shows that relatively simple models based on
just a few rate classes (including Z) can describe the evo-
lutionary transitions in the two traits that led to the ob-
served species’ data.

Testing for Correlated Evolution

The top 10 models hint that most of the posterior sample
consists of models of dependent evolution: critical pairs of
rate parameters (cf. {q13,q24} and {q21,q43}) that must be in
the same rate class for the model to conform to independent
evolution are assigned to different rate classes, or one is
assigned to a positive rate class and the other to the zero
bin. The test of correlated evolution is to sum all of the
visits to dependent and independent models and compare
their ratio to the prior ratio of ∼413 expected from the
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Figure 4: a, Cumulative density function of the reversible-jump (RJ)
Markov chain for visits to models and, for comparison, the cumulative
density of the same models in the expanded Stirling numbers (n p

). Models were rank ordered by the percentage of time the RJ chain21,146
visited them and then summed to create the cumulative density function.
Less than 1% (161 models) account for 95% of the posterior sample of
the RJ Markov chain. b, Frequencies of models of trait evolution with
different numbers of distinct rate classes. Numbers of rate classes can
vary from one to eight. Gray bars indicate frequencies derived from
Stirling numbers; black bars indicate posterior frequencies derived from
the RJ Markov chain. Mean number of rate classes in posterior sample
is .1.54 � 0.27

expanded Stirling number set. Table 3 reports the statistics
to calculate the Bayes factor. The chain visited independent
models less than 0.009% of the time, lower than the 0.24%
expected from the Stirling numbers. The Bayes factor of
27.79 provides strong support for the hypothesis of cor-

related evolution, indicating that dependent models were
visited ∼30 times more often than expected by chance.

For comparison we calculated the BF derived from the
harmonic means of the likelihoods (table 3). We estimated
the harmonic mean of the dependent models from the
converged RJ chain, having deleted visits to independent
models. We calculated the harmonic mean for independent
evolution by running a separate RJ chain constrained to
visit independent models. The harmonic-means BF returns
a stronger result, although the difference between the two
results is not as large as these numbers suggest. Bayes
factors are often compared on a logarithmic scale:

, and . We repeatedlog (27.79) p 3.32 log (403.42) p 6.0
the procedure for calculating the harmonic means several
times, always getting the same results.

Figure 5 plots the running value of the logarithm of the
Bayes factor separately for the two methods against the
number of iterations of the chain. For the posterior/prior
odds BF, we simply calculate its value at each iteration of
the chain. We plot the running harmonic-means Bayes
factor by imagining that we stopped the two separate
chains at various points, calculating the Bayes factor at
that point. Both methods are unstable early on and then
settle down by around 400,000 sampled points or
40,000,000 iterations of the chain. Similar results were
obtained from independent runs.

The Bayes factor tests can also be used to test among
models identified a priori to be of theoretical interest, or
perhaps to identify the single model or class of models
with the highest posterior probabilities. Models identified
this way can be used to construct a description of the
evolutionary processes operating on the traits. Here, for
example, table 2 shows that models assigning a rate of zero
to q13 and q43 have high posterior probabilities. Counting
all instances of models in the posterior sample in which
both of these parameters are zero and comparing that to
the number in the expanded Stirling number set, we find
that the posterior/prior odds Bayes factor is 285, or very
strong evidence for this configuration of rates. In general,
post hoc tests such as this are best done when there is a
prior belief about the form of the best model or models;
simply testing those that come out best in a given data set
may capitalize on chance.

Parameters of the Model of Trait Evolution

Figure 6 reports the posterior distributions of the rate
coefficients, their means and standard deviations, and the
proportion of time each rate was assigned to the zero bin.
These distributions are integrated over all of the models
in the Bayesian sample derived from the Markov chain,
meaning that uncertainty about the model of evolution is
removed from the result. The posterior distributions
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Table 2: Top 10 models in the posterior sample, including rate classes and densities

Model

Rate coefficients

Frequency PDF CDFq12 q13 q21 q24 q31 q34 q42 q43

1 0 Z 0 0 0 0 0 Z 131,307 .13 .13
2 0 Z 0 0 0 Z Z Z 93,131 .09 .22
3 0 Z 0 0 0 0 Z Z 81,657 .08 .31
4 0 Z 0 0 Z 0 Z Z 77,107 .08 .38
5 0 Z 0 0 Z Z Z Z 61,707 .06 .44
6 0 Z 1 0 1 1 0 Z 13,841 .01 .46
7 0 Z 1 1 1 1 0 Z 12,140 .01 .47
8 0 Z 1 0 1 0 0 Z 10,707 .01 .48
9 0 Z 1 0 1 Z 0 Z 10,332 .01 .49
10 0 Z 1 1 1 0 0 Z 10,052 .01 .50
100 0 Z 1 1 Z Z Z Z 955 !.001 ∼.50

Note: coefficient assigned to the zero bin. Subscripts on the rate coefficients correspond to theZ p rate

four possible states of the two binary characters (see “The Model of Correlated Trait Evolution” and table

1). Trait 1 is estrus advertisement, and trait 2 is mating system. Thus, for example, q12 corresponds to a

gain of a multimale mating system against a backdrop of no estrus advertisement. toFrequency p visits

model in posterior sample of 1,000,000 observations. Approximately 50 visits are expected by chance.

density function; density function.PDF p probability CDF p cumulative

Table 3: Calculations for Bayes factor tests

Dependent Independent Bayes factora P(DFM p D) P(DFM p I) Bayes factorb

n p 999,913 n p 87 27.79 �39.99 �45.99 403.42

Note: Probabilities calculated as log(harmonic mean).
a Calculated from the ratio of posterior to prior odds.
b Calculated as ratio of unlogged harmonic means.

broadly suggest three rate classes: one essentially zero, a
class including rates that are assigned to zero approxi-
mately 25%–40% of the time, and a class of rates almost
never assigned to the zero bin.

The difference in the average rates of the coefficients
within the rate pairs (q12,q34), (q13,q24), and (q21,q43) shows
why models of correlated evolution predominate in the
posterior sample. Rate parameters q13 and q43 spend nearly
all of their time in the zero bin: 97.7% of the time for q13

and 94.0% for q43, and both were in the zero bin 92% of
the time. These percentages estimate the posterior prob-
ability that these two rates are zero. By comparison, neither
q24 nor q21, the rate coefficients paired to q13 and q43 in the
independent models, is found in the zero bin more than
0.34% of the time. The interpretation of these coefficients
is that estrus advertisement is readily gained in the pres-
ence of a multimale mating system ( ) but has a rateq 1 024

of gain indistinguishable from zero in monogamous or
unimale mating systems ( ).q ≈ 013

The Probable Coevolutionary Pathway

Figure 7 combines information on the probable ancestral
states with the posterior rate distributions into a flow di-
agram. The diagram charts the probable evolutionary

route from the reconstructed ancestral state of no estrus
advertisement and a monogamous or unimale mating sys-
tem to the derived state of estrus advertisement in mul-
timale mating systems. The posterior distributions of the
rate coefficients suggest that mating system changed first
( ) and that this created a selective force favoringq 1 q12 13

estrus advertisement ( ). The alternative route inq 1 024

which estrus advertisement evolves first is not supported
( ); the path leading from the ancestral state to theq ≈ 013

intermediate state of estrus advertisement in a monoga-
mous or single male society is not even present in 97.7%
of the models.

The rates leading back from the derived state to the
intermediate state of multimale mating system without
estrus advertisement (q42) and from this intermediate state
to the ancestral state (q21) reflect the losses that are inferred
from the ancestral state reconstructions, such as in the
colobines and the macaques. Rate , indicating thatq ≈ 043

multimale mating systems are not lost in the presence of
estrus advertisement. The positive rates leading away from
the intermediate state of estrus advertisement in a mo-
nogamous or single male society (q31 and q34) probably
arise because the statistical model calculates the likelihood
at internal nodes over all possible states. This state is never
observed in the extant species, and these positive rates
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Figure 5: Plot of the logarithm of the Bayes factors derived from the posterior to prior odds and from the ratio of harmonic means. Lower line is
the posterior to prior odds Bayes factor; upper line is the Bayes factor derived from harmonic means. Both tests return strong support for the
hypothesis of correlated evolution and are reasonably stable by sample sizes of ∼400,000 (corresponding to 40,000,000 iterations of the chain). Lower
line begins when the first model of independent evolution appeared in the reversible-jump chain.

ensure that the model moves out of it quickly. Additionally,
both of these rates get assigned to the zero bin 25%–40%
of the time, suggesting they are not critical to the model.

Specific hypotheses can be evaluated directly from the
posterior distributions of the rate coefficients. We might
expect that once a multimale mating system is gained from
the ancestral state, gains of estrus advertisement should
rapidly follow. The bivariate distribution of q12 and q24

tests this idea. It reveals that, contrary to the hypothesis,
q24 is greater than q12 only 18.9% of the time and is in the
same rate class 74.3% of the time. Evolutionary biologists
sometimes speculate that complex traits are more easily
lost than gained. The pair of rates q24 and q42 tests this
idea for the gain and loss of estrus advertisement in the
form of sexual swellings. Here, q42, corresponding to the
loss of estrus advertisement, is actually slower than q24

57.2% of the time and is in the same rate class 35.7% of
the time, leaving only 7.1% posterior support for the
hypothesis.

Discussion

The Bayesian reversible-jump Discrete method provides
an efficient and informative way to test the hypothesis of

correlated evolution. The proportion of time the chain
spends in models that imply independent versus depen-
dent or correlated change directly estimates the posterior
probabilities of these two hypotheses, and the Bayes factor
test is easily performed using standard outputs from the
reversible-jump Markov chain. The test accounts for un-
certainty in both the phylogenetic tree and the model pa-
rameters by summing the posterior probabilities over both.
This removes the dependency of the result on any one tree
or set of parameters.

The RJ Discrete chain also helps to identify the most
probable description of the evolutionary pathways that
link two correlated traits. The chain moves among the
21,146 distinct models, visiting them in proportion to their
posterior probabilities in explaining the data. The 95% or
other credible set of models identifies combinations of
parameters that change at the same or different rates, help-
ing to illustrate how various trait combinations arise, are
lost, or evolve to new states. Specific evolutionary or co-
evolutionary hypotheses can be tested from the posterior
distributions.

The merge/split and augment/reduce moves yield im-
portant benefits to investigators trying to construct and
test models of evolution. Merge moves, by reducing the



Figure 6: Posterior distributions of the rate coefficients of the model of trait evolution, based on 1,000,000 observations drawn from 100,000,000 iterations of the Markov chain. The plots are
arranged so that vertical pairs correspond to rates that must be the same for the independent model to be true. The differences between the individual rates in rate pairs (q13,q24) and (q21,q43)
demonstrate why models of correlated evolution dominate the posterior sample. The bimodal distributions of q31, q34, and q42 arise because these rates are assigned to the zero bin approximately
25%–40% of the time. Other rates are either nearly always zero or almost never zero.
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Figure 7: Flow diagram showing most probable evolutionary routes from
ancestral state of lack of estrus advertisement and single male/monog-
amous mating system (0,0) to derived state of prominent estrus adver-
tisement with multimale mating system (1,1). Gray arrows and rate co-
efficients correspond to transition rates with high (194%) posterior
probability of being zero. Thick black arrows correspond to pathways
with rates that are seldom assigned to the zero category; thin black arrows
have somewhat slower rates (see fig. 6). The combination of arrows
indicates that the path from the ancestral to the derived state probably
progressed via the intermediate state of multimale mating system without
estrus advertisement (0,1). Interpreted adaptively, mating system changes
first in evolution, and this selects for a change in the female display
strategy. The alternative hypothesis that females alter their displaying
strategy and that this selects for a multimale mating system is not
supported.

number of different rate classes in the model, allow the
remaining parameters to be estimated more precisely. The
reduce move allows the chain to consider models in which
one or more of the evolutionary pathways has been re-
moved, in effect creating a qualitatively new description
of the evolutionary process. Reduce moves also improve
estimation of the remaining parameters by constraining
the number of ways that various trait combinations can
arise. Without these two kinds of move, investigators
would have to wade through large numbers of pairwise
tests to arrive at well-supported descriptions of the data.
Even then, this would produce only a single description
of the data, ignoring the uncertainty about the true model.
By comparison, the reversible-jump approach averages
over model uncertainty in producing the posterior de-
scriptions of the rate coefficients.

The primate data illustrate features of the Bayesian ap-
proach and of the RJ Discrete model. From the Bayes factor
tests, advertisement of estrus and multimale mating sys-
tems are shown to have coevolved in the Old World mon-
keys, in line with previous suggestions of an evolutionary
link between these two traits (Clutton-Brock and Harvey
1976; Hrdy and Whitten 1987; Hrdy 1988; Sillén-Tullberg
and Møller 1993; Pagel 1994b; Domb and Pagel 2001).
The posterior distributions of the rate parameters in com-
bination with the flow diagram provide a description of
how this link arose. We reconstruct the ancestral Old
World monkey to be monogamous, or unimale, in its mat-

ing system and with females that lacked estrus advertise-
ment. Later, multimale mating systems evolved, followed
by females acquiring overt advertisement of their estrus
in the form of sexual swellings; figure 2 shows that mul-
timale mating systems evolve before estrus advertisement
at nodes D and E, the common ancestor to the colobines
and presbytis monkeys, and the colobines, respectively. A
post hoc Bayes factor test supports this evolutionary sce-
nario but not the alternative scenario, in which females
evolve estrus advertisement first, causing males to adopt
a multimale mating system.

Using parsimony methods and a cladogram of the Old
World monkeys constructed from several sources, Sillén-
Tullberg and Møller (1993) also found evidence for a cor-
relation between mating system and the presence or ab-
sence of estrus advertisement, but they suggested that the
ancestral Old World monkey was multimale with estrus
advertisement. The correlation arises because estrus ad-
vertisement is lost in species that adopt unimale and mo-
nogamous mating systems. But Sillén-Tullberg and Møller
(1993) noted that their ancestral state reconstructions be-
came ambiguous when alternative cladograms were used
for the Cercopithecoidea. Their ancestral reconstructions
may also differ from ours because parsimony does not
perform well when rates of change are high (see Pagel
1999 for a further example of this), and both traits change
several times in the Old World monkeys. Likelihood meth-
ods can accommodate high or low rates of change and
make use of information on the lengths of the branches
over which change occurs. Additionally, a Bayesian ap-
proach naturally accounts for phylogenetic uncertainty,
averaging over the various tree topologies in proportion
to their representation in the posterior sample of trees.

The two versions of the Bayes factor test, although re-
turning the same qualitative result, differ in magnitude.
One possibility is that our implementation of the posterior
to prior odds Bayes factor is conservative in assuming that
all models are equally likely a priori. We observe that the
RJ chain explored a restricted set of models, and in par-
ticular models with a small number of rate parameters. It
may be that the true evolutionary processes underlying
correlated trait evolution seldom conform to the full eight-
parameter model or even to models with six or seven rate
parameters. When the true number of parameters is less
than eight, models of independent evolution make up a
larger proportion of the possible models. This would mean
that our estimate of the prior odds is too high, causing
the Bayes factor based on the posterior to prior odds to
be underestimated. We recommend using the posterior to
prior odds Bayes factor because it is so easily calculated
from the data. In cases in which it returns an unexpected
result, the harmonic-means Bayes factor can be used for
comparison.
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The RJ procedure we have described has applications
beyond testing for correlated evolution of morphological
and behavioral traits. Barker and Pagel (2005), for ex-
ample, apply the Discrete model to identifying pairs of
functionally linked proteins. If investigators have a par-
ticular model of evolution in mind, Bayes factor tests can
easily be used to compare its posterior probability to other,
possibly competing, descriptions of the data. We gave an
example of this for testing the set of models with two rate
classes assigned to the zero category. The method can also
be applied in the context of models for reconstructing
ancestral states. With binary data, the model of trait evo-
lution for a single trait has just two parameters, one for
gains of the derived state and one for losses, and so there
is not much work for the RJ model to do in finding the
best model to use for the reconstructions. But for traits
with three or more states, the potential number of param-
eters in the model of trait evolution quickly increases, and
the RJ model will be useful in finding the best one model
or set of models that describe the data.
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