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Abstract.—Biologists frequently attempt to infer the character states at ancestral nodes of a phylogeny from the distribution
of traits observed in contemporary organisms. Because phylogenies are normally inferences from data, it is desirable to
account for the uncertainty in estimates of the tree and its branch lengths when making inferences about ancestral states
or other comparative parameters. Here we present a general Bayesian approach for testing comparative hypotheses across
statistically justified samples of phylogenies, focusing on the specific issue of reconstructing ancestral states. The method
uses Markov chain Monte Carlo techniques for sampling phylogenetic trees and for investigating the parameters of a
statistical model of trait evolution. We describe how to combine information about the uncertainty of the phylogeny with
uncertainty in the estimate of the ancestral state. Our approach does not constrain the sample of trees only to those that
contain the ancestral node or nodes of interest, and we show how to reconstruct ancestral states of uncertain nodes using a
most-recent-common-ancestor approach. We illustrate the methods with data on ribonuclease evolution in the Artiodactyla.
Software implementing the methods (BayesMultiState) is available from the authors. [Ancestral states; comparative methods;
maximum likelihood; MCMC; phylogeny.]

Given a collection of species, information on their at-
tributes, and a phylogeny that describes their shared hi-
erarchy of descent, the prospect is raised of inferring the
characteristics of the ancestors to these species. This is
an intriguing idea, holding out as it does the possibility
of glimpsing the past, of discovering how traits evolve
and understanding their function. Reconstructions of the
probable ancestral states of organisms have been used to
infer proteins and genes that existed millions of years
ago (e.g., Jermann et al., 1995; Schluter, 1995) to inves-
tigate ancient features of life on Earth (Galtier et al.,
1999), and to test ecological and evolutionary hypothe-
ses. Reconstructed ancestral states complement tradi-
tional palaeontological approaches to studying the past,
and are able to investigate traits such as behaviors or
physiology that do not fossilize (Pagel, 1999a).

To infer ancestral characters requires some model of
how the traits are presumed to evolve, and a represen-
tation of the phylogenetic relationships among species.
The model of evolution is used to characterize the evo-
lutionary processes responsible for trait evolution, and
the phylogeny specifies the probable routes by which
ancestral species gave rise to the contemporary species.
Statistical models of trait evolution (e.g., Pagel, 1994,
1999a; Schluter, 1995; Schluter et al., 1997; Mooers and
Schluter, 1999; Cunningham, 1999) are now widely used.
They have a number of desirable features, including the
ability to estimate evolutionary processes such as rates of
evolution, correlations among traits, and ancestral states.
They also highlight the statistical uncertainty of their
estimates.

Investigators often conduct comparative analyses on
a single phylogenetic tree. This practice relies upon that
tree being a valid representation of the hierarchical re-
lationships among species as well as their relative de-
grees of divergence. However, phylogenies are seldom
known with certainty, normally being inferences from
data. This poses a problem because different trees can
and frequently do give different answers to compara-
tive questions. These include questions about ancestral

character states, but also about other evolutionary ques-
tions such as the tempo and mode of evolution, timings,
and correlations among traits.

It is tempting to think that the ‘best’ tree, defined as the
tree that is optimal under some tree building criterion,
such as maximum likelihood, maximum parsimony, or
minimum evolution, offers a haven from phylogenetic
uncertainty. But the ‘best’ tree need not in any given case
be the true tree—it may be, and it may even have a rea-
sonably high probability of being the true tree, but there
is no way in general to know this in advance. Consen-
sus trees highlight areas of the phylogeny that receive
stronger or weaker support, but they do not by them-
selves provide a way to account for the effects of uncer-
tainty on estimates of other parameters. Moreover, one
knows a priori that consensus trees are not the ‘best’ trees.

If consensus trees are not ‘best’ trees and best trees
cannot be presumed to be true trees, investigators must
turn to other solutions. One possibility is to enumerate
all possible trees and evaluate the comparative hypothe-
sis in each. However, the number of possible topologies
increases factorially with increasing numbers of species,
and even for small trees this approach is impractical if
one allows that branch lengths can vary continuously.

Haphazard samples, all or a sample of the equally par-
simonious trees (Hibbett et al., 2000; Holden, 2002), a
bootstrap sample of phylogenies, or a sample of trees
thought somehow to reflect the range of uncertainty in
the estimate of the true tree, all avoid the problems with
enumeration. These sampling approaches are a step in
the right direction but produce distributions of trees
whose statistical properties are uncertain (Felsenstein
and Kishino, 1993; Newton, 1996; but see Efron et al.,
1996).

By comparison, Bayesian Markov chain Monte Carlo
(MCMC) methods (e.g., Gilks et al., 1996) offer a formal
statistical procedure for sampling from the probability
distribution of phylogenetic trees, and have been for sev-
eral years now a topic of interest in biology (Rannala and
Yang, 1996; Wilson and Balding, 1998; Larget and Simon,
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1999, Mau et al., 1999; Huelsenbeck et al., 2001, Lutzoni
et al., 2001; Pagel and Lutzoni, 2002). Given a probability
sample of trees, phylogenetic uncertainty is taken into
account by estimating the parameter of interest in each
tree, and combining the estimates across trees.

Our aim in this paper is to describe a general proce-
dure for estimating comparative parameters across sta-
tistically justified samples of phylogenetic trees, with an
emphasis on reconstructing ancestral character states. In
particular, we shall describe how to use Bayesian meth-
ods to estimate the parameters of a model of discrete
trait evolution and to infer the ancestral states of speci-
fied internal nodes. The methods we describe build on
our earlier work using Bayesian inference to account
for phylogenetic uncertainty when estimating trait evo-
lution on phylogenies (Lutzoni et al., 2001; Pagel and
Lutzoni, 2002).

An issue that arises when estimating ancestral states
in a sample of trees is that not all of the trees neces-
sarily contain the internal node or nodes of interest.
One solution is to restrict analyses only to those trees
that have the nodes (Huelsenbeck and Bollback, 2001;
Lutzoni et al., 2001). This has the limitation that different
trees might be used to estimate different nodes, and we
show below that constraining the sample overestimates
the confidence that can be placed in a reconstruction.
The method we develop here avoids these difficulties by
combining information on the uncertainty about the ex-
istence of a node with information on the uncertainty
in the estimate of the ancestral state. It turns out that
the uncertainty about a node’s existence puts an upper
limit on the confidence that can be placed in its ancestral
state. We therefore show how, using a ‘most recent com-
mon ancestor’ approach, this limit can be overcome. We
illustrate the methods with data on the evolution of the
ribonuclease gene in the Artiodactyla.

A PRIMER OF BAYESIAN PHYLOGENETIC INFERENCE

Accounting for phylogenetic uncertainty requires that
the comparative hypothesis is evaluated in a statistically
justified sample of trees, and so we begin with a brief
discussion of how to characterize the probability distri-
bution of phylogenies, and how to sample from it.

Bayesian methods offer a formal statistical procedure
for calculating the posterior probability distribution of
phylogenetic trees. Given an aligned set of sequence data,
S, Bayes’ rule as applied to phylogenetic inference states
that the posterior probability of tree Ti is

p(Ti | S) = p(S | Ti )p(Ti )∑
T p(S | Ti )p(Ti )

(1)

where p(Ti | S) is the probability of tree Ti given the se-
quence data S, p(S | Ti ) is the probability or likelihood of
the data given tree Ti , and p(Ti ) is the prior probability
of Ti . The denominator sums the probabilities over all
possible trees.

Equation 1 usefully defines the posterior probability of
any given tree but can be difficult to put into practice. The

number of possible different unrooted topologies for n
species is (2n − 5)!/(2n−3(n − 3)!) meaning that the sum-
mation in the denominator of Equation 1 is over a large
number of topologies for all but the smallest datasets.
In turn, for each of these possible topologies the quan-
tity p(S | Ti ) must be integrated over all possible values
of the lengths of the branches of the tree and over the
parameters of the model of evolution that describe the
sequence data. Letting t be a vector of the branch lengths
of the tree and m a vector of the parameters of the model
of sequence evolution,

p(S | Ti ) =
∫

t

∫
m

p(S | Ti , t, m)p(t)p(m)dtdm (2)

where p(t) and p(m) are the prior probabilities of the
branch lengths and the parameters of the model.

Markov Chain Monte Carlo

Markov chain Monte Carlo (MCMC) methods (e.g.,
Gilks et al., 1996) as applied to phylogenetic inference
provide a computationally efficient way to estimate the
posterior probability distribution of trees. A Markov
chain is constructed, the states of which are different
phylogenetic trees (Rannala and Yang, 1996; Wilson and
Balding, 1998; Larget and Simon, 1999; Mau et al., 1999;
Lutzoni et al., 2001; Huelsenbeck et al., 2001; Pagel and
Lutzoni, 2002; Pagel and Meade, 2004). At each step in
the chain a new tree is proposed by altering the topology,
or by changing branch lengths or the parameters of the
model of sequence evolution. The Metropolis-Hastings
algorithm (Metropolis et al., 1953; Hastings, 1970) is then
used to accept or reject the new tree. A newly proposed
tree that improves upon the previous tree in the chain is
always accepted (sampled), otherwise it is accepted with
probability proportional to the ratio of its likelihood to
that of the previous tree in the chain.

If such a Markov chain is allowed to run long enough,
it reaches a stationary distribution. At stationarity, the
Metropolis-Hastings sampling algorithm ensures that
the Markov chain ‘wanders’ through the universe of
trees, sampling better and worse trees, rather than in-
exorably moving towards ‘better’ trees as an optimizing
approach would do. A properly constructed chain sam-
ples trees from the posterior density of trees in propor-
tion to their frequency of occurrence in the actual density.
That is, the Markov chain draws a sample of trees that
can be used to approximate the posterior distribution. In
fact, the stationary distribution simultaneously samples
the posterior density of trees, the posterior distributions
of the branch lengths and parameters of the model of
sequence evolution. By allowing the chain to run for a
very long time—perhaps hundreds of thousands or mil-
lions of trees—the continuously varying posterior distri-
bution defined in Equations 1 and 2 can be approximated
to whatever degree of precision is desired.

The MCMC approach encourages investigators to
move away from attempting to find best trees and to-
wards estimating the statistical confidence they have in
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particular aspects of the phylogeny. For example, the pro-
portion of trees in the MCMC sample in which a given
monophyletic group appears estimates the Bayesian pos-
terior probability that that node defining that group ac-
tually exists, given the data and the model of evolution.
This property is especially relevant to reconstructing an-
cestral states, as the posterior probability of a node di-
rectly measures the confidence that can be placed in the
existence of that node. There is little to be gained in recon-
structing ancestral states of nodes that have little proba-
bility of being true in the first place.

MODELING TRAIT EVOLUTION

The model of trait evolution is used to characterize
how a trait changes along the branches of a phylogeny.
We restrict our discussion here to models for discrete
traits, but all of the logic of our approach also applies to
modeling continuously varying traits.

We use a continuous-time Markov model (Pagel, 1994,
1997; Lewis, 2001), mathematically equivalent to models
of gene-sequence evolution, but not limited to investigat-
ing traits with four states. We shall describe the model
for binary traits, or traits that adopt just two states, al-
though our general approach is applicable to any number
of states. Common binary traits might be the presence or
absence of a morphological feature, two different forms
of an animal mating system, or as here, the presence or
absence of a particular amino acid at a specified site in a
protein.

The continuous-time Markov model presumes that
the trait can evolve repeatedly between its two possi-
ble states in any branch of the phylogenetic tree. Letting
the two states be called “0” and “1,” the rate parame-
ter q01 measures the rate at which the trait changes from
state 0 to state 1 over short interval dt, and q10 measures
the rate at which the trait changes back again. Formally,
the product of the rate parameters and the interval dt
define the probability of a change over interval dt:

P01(dt) = q01dt

P10(dt) = q10dt

Over longer interval t, such as the branch of a phy-
logeny, the model allows that more than one change can
occur. For example, the trait could change from state 0
to state 1 and then back again, and thus the expressions
for P01(dt) and P10 (dt) above do not apply for a longer
interval t. To derive the probabilities of change for longer
intervals, the model is written in the form of a matrix Q:

0 1

Q = 0
1

[−q01 q01

q10 −q10

]

This matrix shows the two rate parameters correspond-
ing to the trait changing state and the two implied rate
parameters corresponding to no change in the state of

the trait. The latter are given by minus the sum of the
other rate coefficients in the row of the matrix, such that
each row sums to zero. Given Q, the probabilities over
longer intervals t are found by exponentiating the Q ma-
trix multiplied by the length of the interval:

P(t) = e−Qt =
[

P00(t) P01(t)
P10(t) P11(t)

]

P(t) is a square matrix of order equal to the number of
states. The quantities Pi j (t) and Pji (t) record the proba-
bility of beginning a branch of length t in one state and
ending in another. This is not to say that there has been
just a single change in the trait although that may be
the most probable scenario; so long as the branch begins
and ends in a different state, any number of changes is al-
lowed to intervene. The quantities Pii (t) = 1 − Pi j (t) and
Pj j (t) record the probability of beginning and ending and
branch of length t in the same state. As with the other
probabilities, this is not to say that the character has re-
mained unchanged, although again that is often the most
probable interpretation, just that it began and ended the
interval in the same state.

Branch lengths can be in units of time or, as is true
of most molecular phylogenies, in units of genetic diver-
gence. Branch lengths in units of genetic divergence may
usefully record the underlying opportunity for trait evo-
lution (Pagel, 1994). Because the continuous time Markov
model allows multiple (but unseen) changes per branch,
the rate parameters can adopt large (�1) values, espe-
cially if branch lengths are short and many changes are
implied.

Estimating the Rate Parameters

The rate parameters are of interest in themselves and
because they are sufficient to calculate the character
states at ancestral nodes of a phylogeny (Pagel, 1999b).
Their numerical values will not normally be known but
can be estimated given a phylogeny and observations on
the value of the trait in each species. The maximum like-
lihood approach finds the values of the rate parameters
that make the observed data most probable (Pagel, 1994).
Alternatively, we can use Bayes’ theorem to estimate not
just the maximum likelihood value of the rates but their
entire posterior probability distribution.

Presume we have a single phylogenetic tree, let Qi
denote a particular set of rate coefficients, and let D stand
for the dataset of traits observed across the species in the
tree. The joint posterior probability of Qi given the data
D is

p(Qi | D, T) = p(D | Qi )p(Qi )∫
Q p(D | Q)p(Q)dQ

(3)

where p(D | Qi ) is the probability of the data given the
rate parameters in Qi , p(Qi ) is the prior probability of
Q, and the denominator integrates this same probability
over all values of Q.
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Equation 3 says that the probability of any particular
set of rate coefficients is just their proportion of the to-
tal probability, as summed over all possible sets of rate
coefficients. Because the rate parameters of Q vary con-
tinuously, it will normally be difficult to calculate the
integral. However, one way to approximate the integral
is to sample many times from a Markov chain that im-
plements the model of trait evolution. Successive steps in
the trait-model Markov chain propose new values of the
rate parameters. The stationary distribution of the chain
samples Q’s posterior density.

Accounting for Phylogenetic Uncertainty

Rate parameters.—Equation 3 describes how to find the
posterior distribution of the rate parameters on a single
tree. To account for the influence of phylogenetic uncer-
tainty on Q’s posterior distribution, it is necessary to in-
tegrate Equation 3 over all possible trees as well as over
rate coefficients. Write

p(Qi | D) =
∫

T p(D | Qi , T)p(Qi )p(T)dT∫
T

∫
Q p(D | Q)p(Q)p(T)dQdT

(4)

to denote the posterior probability of Qi integrated over
trees. The integral for trees is over all possible branch
lengths and parameters of the model of sequence evo-
lution (Equation 2). Equation 4 says that the probabil-
ity of a given set of rate parameters in Q is their pro-
portion of the total likelihood, now calculated over all
possible trees and sets of rates. By sampling repeat-
edly from a Markov chain that moves among phylo-
genetic trees and values of Q, an estimate of the joint
distribution of the rate parameters across trees can be
obtained.

Equations 3 and 4 show that Q’s posterior density has
components attributable to within-tree and between-tree
influences: the integral over Q on a single tree accounts
for the within-tree uncertainty and the integral over trees
for a given Q accounts for the between tree uncertainty.
If Q’s posterior density is identical in every tree, then
there is no between-tree variance and Equations 3 and 4
will produce the same posterior distribution. If, on the
other hand, Q’s posterior density differs from tree to tree,
then the posteriors derived from Equation 4 will have
a larger variance than those from Equation 3. The joint
density distribution of Equation 4 therefore accounts for
phylogenetic uncertainty in the sense that Q’s posterior
density contains all of the variability that is attributable
to trees.

The ancestral states.—Any given set of rate coefficients
in Q implies a set of probabilities of the ancestral charac-
ter states at the internal nodes of the tree. Let si j denote
that j is the character state of ancestral node i , where
here j = 0 or 1. Let p(si j | D)i∈T be the posterior probabil-
ity of observing state j at node i , where i ∈ T indicates
that node i appears in the tree. The posterior probabil-
ity is found by integrating over trees the probability of
observing the data given that node i adopts state j , then

dividing by the probability of observing either state at
the node, also integrated over trees:

p(sij | D)i∈T

=
∫

T

∫
Q p(D | sij, Q, T)p(sij)p(Q)p(T)dQdT∫

T

∫
Q

∑
j p(D | sij, Q, T)p(sij)p(Q)p(T)dQdT

(5)

Here, p(sij) is the prior probability that j is the state
at node i, and p(Ti ) is the prior probability of the tree.
For some trees and combinations of the rate parameters,
p(sij | D) will be relatively large and for other combina-
tions it will be small. Its distribution is estimated by sam-
pling from a Markov chain that considers a large number
of sets of rate coefficients and visits many trees.

The summation in the denominator of Equation 5
means that p(sij | D)i∈T can only be calculated for trees
that have node i . If, say, 3/4 of the trees have the node, the
remaining 1/4 will be ignored in deriving the posterior
distribution. This is a general problem that arises when-
ever a node has a posterior probability of less than 1.0:
how do we treat the trees in the MCMC sample that lack
the node of interest? Huelsenbeck and Bollback (2001)
constrain their estimates of ancestral states only to those
trees that have the nodes of interest, and Lutzoni et al.
(2001) choose only to examine nodes present in 95% or
more of the trees. We show below that both of these
approaches estimate the ancestral state in a biased sub-
sample of the posterior density of trees, and overestimate
the value of p(sij | D).

To account for phylogenetic uncertainty when recon-
structing an ancestral character state, we want to know
the joint probability of a tree having a node and that
the node adopts a particular state. This is given by Equa-
tion 6, which removes the summation in the denominator
of Equation 5, replacing it with the integral over all trees
of the probability of the data, independently of whether
the tree contains node i :

p(sij | D) =
∫

T

∫
Q p(D | sij, Q, T)p(sij)p(Q)p(T)dQdT∫

T

∫
Q p(D | Q, T)p(Q)p(T)dQdT

(6)

To see why Equation 5 overestimates p(sij | D) consider
that the term p(sij) now records the prior probability that
the tree contains node i and that the node adopts state
j . Because p(sij) is zero in trees that do not have node
i , the numerator of Equation 6 is equal to that of Equa-
tion 5. However, because the denominator of Equation 6
now integrates over all trees, and not just those with
node i , it will always exceed the value of the denom-
inator of Equation 5 unless the node is present in all
trees.

An intuitive understanding of Equation 6 can be de-
rived from considering that

p(sij | D) ≈ p(sij | D)i∈T ∗ p(i)



2004 PAGEL ET AL.—PHYLOGENETIC UNCERTAINTY AND ANCESTRAL STATES 677

where p(i) is the probability that node i exists, as esti-
mated from the MCMC sample of trees. Thus the prob-
ability that j is the character state of ancestral node i is
approximately equal to the product of two probabilities:
that node i exists and the probability of state j at the node
when it does exist. This returns the intuitively pleasing
result that the probability that the node exists puts an
upper limit on how certain one can ever be about the
ancestral state of that node.

APPLICATION TO RIBONUCLEASE EVOLUTION

Pancreatic ribonuclease is an enzyme involved in di-
gestion. Jermann et al. (1995) studied the evolutionary
history of the ribonuclease gene in Artiodactyls, using
parsimony methods applied to a phylogeny derived
from multiple sources. They suggested that ancestral ri-
bonuclease genes had a glycine (G) at position 38 of the
protein, and that aspartic acid (D) replaced it in the com-
mon ancestor to the ruminants. In vitro studies demon-
strated that the G and D versions of ribonuclease differed
five-fold in catalytic activity against double-stranded
RNA. Schluter (1995) reanalyzed Jermann et al.’s result
using a maximum likelihood (ML) model of trait evo-
lution (Discrete; Pagel, 1994). The ML method recon-
structed a slight and non-significant preference for D
as the ancestral state with several replacements by G
throughout the Artiodactyl clade. However, the domi-
nant feature of the analysis was that ancestral states were
uncertain such that either state could plausibly be as-
signed to the ancestral nodes.

Here we revisit this question to illustrate how to ac-
count for phylogenetic uncertainty in estimates of ances-
tral states.

MCMC Sampling of the Phylogeny

We found pancreatic ribonuclease gene-sequences in
GenBank for 16 Artiodactyl species, plus a long-tailed
Chinese hamster (Cricetulus longicaudatus) as an out-
group (see Fig. 2 caption for species names and accession
numbers). Jermann et al.’s analysis included a number of
nonpancreatic ribonucleases, which we have excluded.
We used the 17 sequences to reconstruct the phylogeny
and to provide information on the probable ancestral
states of the amino acid (G or D) at position 38 of the en-
zyme. We make no claim that ribonucleases provide the
best data for reconstructing the Artiodactyl phylogeny,
as our aim is to show how to account for phylogenetic
uncertainty rather than to advance a phylogenetic hy-
pothesis (but see Results).

We aligned our sequences with Clustal X (Thompson
et al., 1997) using default settings and excluding position
38. We then estimated the posterior distribution of trees
from a Markov Chain implementing a single HKY + �
(Yang, 1994, Swofford et al., 1996) model of sequence
evolution. Our chain used uniform prior probabilities on
trees and the parameters of the model of sequence evo-
lution, and an exponential prior on branch lengths. We
allowed the chain to reach convergence then sampled 500
trees at intervals of 20,000 trees to ensure that successive

trees in our sample were statistically independent (see
Results). This sample was then used in all of our analy-
ses of trait evolution. We defined initial convergence as
no change in the mean log-likelihood of the data on the
tree over 200,000 iterations of the Markov chain. If at any
point in the 500 × 20,000 = 10,000,000 tree sampling
period that followed, the log-likelihood showed any
long-term directional change, we abandoned the run.
However, this never happened, and we ran at least
five independent analyses of the data beginning from
random starting points to check that each converged
to the same point in tree space as judged by average
log-likelihoods and posterior probabilities of nodes on
the consensus tree. The chains all converged to the same
region.

Five hundred trees is an arbitrary sample size, and it
is difficult to provide rules of thumb for how many trees
the sample should include. The sample should be large
enough that all of the major different tree topologies are
included. Fewer trees are required when the posterior
probabilities of all nodes are high, and more when the
posteriors are small. In the limiting case of all posteriors
being 100, it is still necessary to sample enough trees to
ensure that the chain has not simply missed an alterna-
tive topology, and to sample variation in branch lengths.
If the posteriors seem not to change after a large number
of trees has been sampled, this may be an indication that
most or all of the frequently occurring topologies have
been visited.

We might have employed Metropolis-coupled MCMC,
or MCMCMC (Gilks et al., 1996), as an alternative to run-
ning a series of independent Markov chains. MCMCMC
methods run some number of chains in parallel, and al-
low those chains to swap states. All but one of the chains
is heated, allowing these chains to explore the tree space
more readily. Swapping between chains promotes mix-
ing by reducing the probability of any one chain getting
stuck in a nonoptimal region of the universe of trees. All
inferences are drawn from the unheated chain, and the
results of the heated chains are discarded.

Our (unpublished) experience is that MCMCMC is of
limited value in a phylogenetic context. Swapping of
states is rare before convergence when the chains might
be in different regions of the universe; and yet it is in these
parts of the runs when exchanging information could
be most valuable. Swapping becomes increasingly likely
and even common once the chains have all converged,
but little new information is gained. Moreover, a compli-
cation arises owing to some of the chains being heated.
The heated chains will always have different stationary
distributions to the unheated chain. This means that fol-
lowing every swap between a heated and the converged
unheated chain, the unheated chain must be allowed to
regain its stationary distribution.

By comparison, some number of independent MCMC
chains begun from random starting points, requires the
same computing power as one MCMCMC run with the
same number of chains, but each chain can be used
for inference. This makes the MCMC procedure, other
things equal, more efficient. If all of the independent runs
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converge to the same region of the tree space, this pro-
vides evidence that the chains have explored the tree
space effectively.

MCMC Modeling of Trait Evolution

We constructed a Markov chain to implement the
model of trait evolution, and used the chain to estimate
the posterior probability distributions of the rate coeffi-
cients and of ancestral states. The model is defined by
two rates, qGD and qDG, the likelihood function to eval-
uate the data on a tree given the rates, prior probability
distributions for the rate parameters, and the distribution
of trees from the MCMC sample.

The data consist of assigning a “D” to each species
with aspartic acid at position 38 of the ribonuclease, and
a “G” to species with a glycine. At each iteration the chain
proposes a new combination of rate parameters and ran-
domly selects a new tree from the sample of 500 trees.
Random sampling of trees operates as a tree proposal
mechanism within the Markov chain. The likelihood of
the new combination is calculated and this new state
of the chain is accepted or rejected following evaluation
by the Metropolis-Hastings term.

We allowed this Markov chain to run for 1,000,000
generations after convergence (checked as for trees), en-
suring that each tree in the MCMC sample was vis-
ited repeatedly. Rate coefficients were sampled from the
Markov chain every 20 generations (autocorrelation =
0.05), yielding 50,000 sets of rate coefficients from which
we estimated their joint probability distribution. Each
sampled set of rate coefficients and its associated tree
was also used to reconstruct ancestral states at specified
nodes. From this we derived the posterior probability
distribution of ancestral states over trees.

By fixing the sample of trees prior to running the trait-
model Markov chain, our approach separates estimation
of the phylogenetic tree from estimation of the model of
trait evolution. Thus, we might have simultaneously es-
timated in a single Markov chain the posterior densities
of the phylogenetic trees, their branch lengths, the pa-
rameters of the model of gene-sequence evolution, and
the parameters of the model of trait evolution. How-
ever, traits are often selected for investigation in com-
parative studies because they evolve independently a
number of times on the tree, a phenomenon known
as homoplasy. The more homoplasy a character shows
the less information it has about phylogenetic history.
This may influence the way the Markov chain traverses
the tree-space because combinations of trees and com-
parative results that return the highest likelihood may
tend to favour less homoplasy. Including the compara-
tive data in the MCMC sampling of trees could therefore
risk distorting the estimate of the posterior density of
trees.

The prior distributions.—Most of the controversies
about the use of Bayesian methods revolve around the
choice of prior distributions. This is because in some in-
stances the particular form of the prior can dominate
the posterior results. In other instances the data domi-

nate the prior to such an extent that the posteriors de-
rived from different priors are essentially equivalent. We
placed a beta prior probability distribution on the rates
of the model of trait evolution, allowing us to explore
prior distributions of different ‘informativeness.’

Two parameters, conventionally labeled α and β,
jointly determine the beta distribution’s mean and vari-
ance. Setting α = β = 1 the beta distribution becomes
uniform, corresponding to an uninformative prior. We
allowed a uniform prior on the interval 0 to 100. For a
second prior we first calculated the maximum likelihood
estimate of the rate parameters of the model of trait evo-
lution on each tree in our sample, using the program
Discrete (Pagel, 1994). This gave for qGD a mean of 5.82 ±
0.75 (mean ± standard deviation) and for qDG 6.63 ± 1.17.
We then chose the values of α and β to make the beta
prior conform to these values. This is sometimes called
an empirical Bayes estimator.

We chose the uniform prior and the maximum likeli-
hood empirical Bayes prior deliberately to represent two
extreme and probably unrealistic cases. Regarding the
uniform prior, we do not believe a priori that all possible
values of the rates are equally likely (for example, we do
not believe that the rates are zero). Similarly, we do not
have sufficient information to know in advance what the
maximum likelihood values are for these data.

Thus, we derived a third prior, this one based upon
the likelihood surface for the rate parameters. To find
the likelihood surface we fixed the value of one rate pa-
rameter and then allowed the other rate parameter to
vary from low to high values, calculating the likelihood
of the data on the tree at each point. We then repeated this
for the other rate parameter. We used the consensus tree
from the n = 500 sample for these calculations. The typi-
cal likelihood surface is unimodal such that very low and
very high values of the rate parameters returned poor
likelihoods whereas intermediate values return higher
likelihoods. The shape of their surfaces could be quite
well characterized by a common beta distribution with
a scaled mean of 8.7 and a variance of 29. This is also
an empirical Bayes prior, but one that falls somewhere
between the two extremes of the uniform and the maxi-
mum likelihood priors.

RESULTS

MCMC Sample of Phylogenetic Trees

Table 1 reports the autocorrelation coefficients in our
MCMC sample for successive trees and for the parame-
ters of the model of sequence evolution, indicating that

TABLE 1. Autocorrelations in the Markov Chain of trees. Entries
show autocorrelations derived from trees sampled at intervals of 20,000
iterations in the Markov chain. The parametersκ andα are, respectively,
the transition/transversion ratio from the HKY model of sequence evo-
lution and the shape parameter of the gamma distribution.

Log-likelihood Tree length κ α

Autocorrelation, 0.052 0.016 0.049 0.007
r (n = 500)
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FIGURE 1. The frequency histogram of the n = 500 phylogenies
sampled at intervals of 20,000 trees from the converged Markov Chain
(see text). The left-skewed distribution has a mean log-likelihood of
−2105 ± 4.30. The log-likelihoods span 23 log-units from a low of−2119
up to −2096.

both comprise independent samples of observations. If
successive trees are not independent, a very large num-
ber may be required to estimate accurately the vari-
ance of their posterior probability distribution (Geyer,
1992).

Figure 1 shows the frequency histogram of the n = 500
phylogenies sampled from the converged Markov chain,
forming a left-skewed distribution around a mean log-
likelihood of −2105 ± 4.30 (mean ± SD). The frequency
histogram shows that trees of with high or low log-
likelihoods have a low posterior probability under the
model of evolution, whereas trees of intermediate like-
lihood arise frequently. The long left-hand tail of the
distribution identifies mostly unsampled trees that are
possible under the model of evolution but of such low
probability that the Markov chain has only a small chance
of visiting them. Because they account for a small propor-
tion of the probability density, they can be safely ignored
when estimating parameters.

Figure 2 shows the consensus tree for the sample with
the posterior probabilities of each node labeled below the
line, and the amino acid at position 38 shown for each
species. The tree confirms the by now familiar relation-
ship of the cetacea to the Hippopotamus. The inner clade
of ruminants, spanning the Chevrotain (Tragulis javani-
cus) to the cow (Bos taurus), is well supported, appearing
in every tree in the sample. Other nodes within the ru-
minants, notably the Bovidae (goat, sheep, buffalo, cow)
are less secure. The only substantial difference between
our consensus tree and another recent tree of the Artio-
dactyls (Hassanin and Douzery, 2003), based on three
mitochondrial and four nuclear gene segments, is that
our ribonuclease tree more often places the Giraffe and
Pronghorn inside the Roe and Hog deer species.

Estimates of the Rate Coefficients of the Model
of Trait Evolution

Table 2 reports the mean and variance of the poste-
rior distributions of the rate coefficients obtained from
the three different beta prior probability distributions.
Owing to the small amount of trait data, the priors exert
a large influence on the posterior distributions. In such
cases the choice of a prior must be carefully justified.
The uniform or uninformative prior yields poor aver-
age log-likelihoods for the model of trait evolution and
the rate posteriors have large variances and means. The
maximum likelihood empirical Bayes prior unsurpris-
ingly returns very narrow posterior distributions of the
rates and the log-likelihood. The beta prior designed to
mimic the likelihood surface of both rate parameters is
less restrictive than the maximum likelihood prior. Nev-
ertheless it returns quite similar average log-likelihoods
to the ML prior, and the posterior distributions of the
rates have smaller means and variances than the pos-
teriors derived from the uniform prior. They also have
smaller variances than their corresponding prior. These
results suggest that the prior derived from the likeli-
hood surface of the rates yields posteriors that produce
good fits of the data to the model of trait evolution with-
out imposing unrealistic prior restrictions on the rates.
We therefore used this intermediate prior in all further
analyses.

Figure 3 plots the 50,000 points that sample the joint
posterior density of qDG and qGD, based upon the inter-
mediate beta prior. The bivariate distribution displays
the probability of each pair of rate coefficients under the
model of trait evolution, given the trait data. The cor-
relation between the pairs of rates is r = 0.37. For any
value of one rate, there is a wide range of rates for the
other parameter. This is one of the benefits of finding
the joint posterior: it characterizes the range of plausible
hypotheses about the values that the parameters of the
model might take.

The marginal posterior distributions at the top and
side of the Figure 3 illustrate that the bulk of the bi-
variate density of rates clusters around the two means.
The mean and standard deviation of the instantaneous

TABLE 2. Posterior distributions derived from three different prior
distributions. All priors are beta distributed. The uniform prior as-
sumes that the two parameters of the beta distribution are α = β = 1;
the ‘maximum likelihood’ prior bases the beta distribution on the mean
and variance across trees of the maximum likelihood values of the rate
parameters; the ‘likelihood surface’ prior bases the beta distribution on
the mean and variance of the likelihood surface of the rate parameters
on the consensus tree.

Average ± SD of posterior distribution

Prior qGD qDG Log-likelihood

Uniform qGD, qDG: 0–100 11.47 ± 6.28 13.28 ± 9.13 −16.63 ± 1.50
Maximum likelihood

qGD: beta(5.82 ± 0.75)
qDG: beta(6.63 ± 1.17)

5.82 ± 0.90 6.63 ± 1.01 −15.22 ± 0.59

Likelihood surface qGD,
qDG: beta(8.2 ± 5.39)

7.42 ± 3.48 8.05 ± 3.77 −15.82 ± 0.89
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FIGURE 2. The consensus tree of the n = 500 trees sampled at intervals of 20,000 trees from the converged Markov chain. Autocorrelation
between successive trees is 0.052 (Table 1). The numbers below the lines at the nodes are the Bayesian posterior probabilities, corresponding to
the proportion of trees in the sample that have each particular node. The accession numbers and names for each species are as follows: Pronghorn
(Antilocapra Americana, AJ271301); Lesser Malay Chevrotain (Tragulus javanicus, AJ271297); Water buffalo (Bubalus bubalis, AJ011843); Arabian
camel (Camelus dromedaries, AJ006418); Pig (Sus scrofa, AJ005521); Harbor porpoise (Phocoena phocoena, AJ005523); False killer whale (Pseudorca
crassidens, AJ005524); Hippopotamus (Hippopotamus amphibious, AJ005522); Cow (Bos taurus, S81740); Chinese long-tailed hamster (Cricetulus
longicaudatus, X62945); Bottle-nosed dolphin (Tursiops truncatus, AY261462); Bowhead whale (Balaena mysticetus, AY261461); Roe deer (Capreolus
capreolus, Y11672); Hog deer (Axis porcinus, Y11669); Goat (Capra hircus, S81742); Sheep (Ovis aries, S81741); Giraffe (Giraffa camelopardalis, S81739).

rate of gain of D (qGD) is 7.42 ± 3.48, and the mean rate
of loss of D (qDG) is 8.05 ± 3.77 These posterior distri-
butions can be well characterized by beta probability
curves and Figure 4 plots them along with the likelihood-
surface beta prior distribution. Relative to the prior, the
posteriors concentrate their density among intermediate
values, translating into narrower 95% credibility inter-
vals: 95% equal-tailed credibility interval of the prior is
0.87 to 20.7; for the qGD posterior 2.19 to 15.8; and for
the qDG posterior 2.09 to 16.6. In general the posteriors
are 1.5 to 2 standard deviations narrower than the prior,
showing that these data carry some information about
their posterior distribution that is independent of the
prior.

Applying the average values of the rate coefficients to
the average tree length of 0.91 ± 0.9 implies about 6 gains
and 7 losses over the roughly 60 million years Jermann
et al. (1995) suggest that this tree spans. However, this is
only a very rough approximation as the continuous-time

Markov model allows more than one change per branch
and long branches may conceal multiple changes.

Within- and between-tree variance in the rate parameters.—
Trees can vary in topology and branch lengths and so
may yield different posterior distributions of the rate co-
efficients and log-likelihoods of the model of trait evolu-
tion. On the other hand, if the posterior distributions (as
discovered by the Markov chain) are the same in every
tree, then the between-tree component of variance will
be zero, and the contribution of phylogenetic uncertainty
to the results is unimportant.

We analyzed the 50,000 observations in Figure 3 by a
simple one-way analysis of variance (ANOVA), group-
ing the data into 500 bins corresponding to the 500 dif-
ferent phylogenetic trees in our MCMC sample (Table 3).
Because the 500 trees are a probability sample, this
partitioning of the data automatically weights differ-
ent trees according to their posterior probabilities in the
universe of trees. The small but significant F -ratios for
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FIGURE 3. The joint posterior density of the rate parameters (qGD,
qDG) from the model of trait evolution. The approximately bivariate nor-
mal distribution is drawn from 50,000 pairs of rate coefficients sampled
from a converged Markov chain implementing the continuous-time
Markov model of trait evolution and moving among trees (see text).
The parameter qGD measures the instantaneous rate of gain of aspartic
acid (D) at position 38 of the ribonuclease gene, whereas qDG measures
the rate of loss. The marginal distributions of qGD, and qDG are plotted
on their respective axes. The mean instantaneous rate of gain of D (qGD)
was 7.42 ± 3.48, and the mean rate of loss of D (qDG) was 8.05 ± 3.77.
The mean qDG/qGD ratio for paired values is 1.29 ± 1.29. The steeper
diagonal line conforms to the 1:1 ratio and the shallower line is the
regression line: qDG = 5.09 + 0.40 (qGD); r = 0.37.

the rates show that the means of the posterior distribu-
tions of rate coefficients vary somewhat among trees. The
much larger F -ratio for the log-likelihood indicates that
the model of trait evolution fits some trees much bet-
ter than others. All three of these results demonstrate
why accounting for phylogenetic uncertainty by inte-
grating analyses over trees is important in comparative

FIGURE 4. Plot of the prior distribution of rate coefficients and the
two posterior distributions, represented as beta probability distribu-
tions: prior (mean = 8.7, variance = 29); qGD posterior (mean = 7.42,
variance = 12.11); qDG posterior (mean = 8.05, variance = 14.21). Both
posterior distributions concentrate more of their results in intermedi-
ate values. The 95% equal-tailed credibility interval of the prior is 0.87
to 20.7; for the qGD posterior 2.19 to 15.8; and for the qDG posterior 2.09
to 16.6.

TABLE 3. Estimates of the between- and within-tree components of
variance in ancestral state reconstructions. The MS between has 499 df
and the MS within has 50,000 − 499 or 49,501 df (see text).

Mean square Mean square
Measure between trees within trees F = MSB/MSW P-value

qGD 34.2 11.9 2.87 <0.001
qDG 65.7 13.7 4.81 <0.001
Log-likelihood 32.85 0.45 73.35 <0.0001

studies: the results from one tree may differ from those of
another.

Reconstructed Ancestral States

Figures 5 shows the consensus phylogeny with the
panels on the left depicting the estimated posterior prob-
abilities of glycine at eight selected nodes. The numbers
above the panels are written as p(G|n) to denote that the
distributions are derived from only those trees in which
the node exists, and correspond to the estimator of Equa-
tion 5. Because the trait is binary, the probability of aspar-
tic acid is just p(D | n) = 1 − p(G | n). Beneath each panel
we combine the information on the posterior probabil-
ity of the ancestral state with the posterior probability of
the node, by finding their product, following the approx-
imation to Equation 6. That is, we find p(D | n) ∗ p(n) and
p(G | n) ∗ p(n). The sum of these two combined proba-
bilities is always equal to the node’s posterior proba-
bility. The remainder of the probability, summing to 1,
corresponds to the probability that the node does not
exist. Thus, for any node we can write three probabili-
ties that sum to 1.0 corresponding to the probabilities of
the alternative states given that the node exists plus the
probability that the node does not exist:

1.0 = p(D | n) ∗ p(n) + p(G | n) ∗ p(n) + (1 − p(n))

For traits with more than two states the same equal-
ity holds, but there will be a probability for each of the
alternative states, given that the node exists.

Beginning with node 1, the reconstructions suggest
that with probability 0.81 ± 0.11, glycine was the ances-
tral state of the Artiodactyls. Individual reconstructed
probabilities at this node range from 0.43 to 0.95. An
analysis of variance of the probabilities, using tree as the
grouping factor, gives a sense of the contribution of phy-
logenetic uncertainty to inferences of this ancestral state.
The ANOVA returns a highly significant F -statistic of
82.72 (mean square between groups = 0.55, mean square
within groups = 0.007), P � 0.001.

The reconstructions indicate that glycine probably re-
mained ancestral up through nodes 2, 3, and 4. However,
the breadth of the posterior distributions at these nodes
coupled with the uncertainty about the nodes themselves
means that other evolutionary scenarios cannot be ruled
out. The uncertainty about the true tree quite correctly
limits what we can be said about the ancestral states.

Allowing glycine to be ancestral, aspartic acid evolved
at least once in the branch leading to Hippopotamus.



682 SYSTEMATIC BIOLOGY VOL. 53

FIGURE 5. The consensus tree of Figure 2 with panels showing the posterior densities of the reconstructed ancestral states at eight selected
nodes as numbered on the tree. The branch lengths of this tree are the maximum likelihood values obtained from applying to the consensus
topology the HKY + � model using four rate categories. Above each panel p(G | n) reports the conditional probability of G for trees that have
the node (Equation 5). Under each panel, we report p(G) and p(D) from Equation 6 by weighting p(G | n) and p(D | n) = 1 − p(G | n) by the
posterior probability of the node. This value combines the uncertainty about the ancestral state with the uncertainty about the node itself.
p(G) and p(D) must sum to the posterior probability of the node, p(n). This means that for a proportion 1 − p(n) of trees at each node the
ancestral state cannot be calculated because the node does not exist. The lower right hand panel labeled “mrca” reports the posterior probability
for glycine obtained when we reconstruct the ancestral state of the most recent common ancestor to the Pronghorn-Cow clade in each tree
(see text).

Between nodes 3 and 5, the ancestral state posterior dis-
tribution drops to a mean of about 0.21 and barely over-
laps 0.5, suggesting that aspartic acid (D) was probably
gained near the origin of the ruminants. The high poste-
rior probability of node 5 makes this conclusion more se-
cure. The ancestral state posterior distributions for nodes
6 and 7 have means near zero and narrow confidence
limits, suggesting that D was most likely retained as an-
cestral throughout this clade, eventually being lost in the
lineage leading to Pronghorn. Both of these nodes also
have high posterior probabilities.

A Most-Recent-Common-Ancestor Approach

The conditional estimator of Equation 5 reconstructs
node 8 as aspartic acid with 0.98 probability, but the
low posterior probability of the node (0.58) weak-
ens this inference. Owing to the uncertainty of where
the Pronghorn-Cow clade falls in any given tree, and
whether it falls in amongst other species, we cannot say

with confidence what this group’s likely ancestral state
was. This is important if we wish to regard the G in
Pronghorn as a loss of aspartic acid.

To work around the limitation of poorly supported
nodes, we can for each tree identify the most recent
common ancestor to a group of species and recon-
struct the state of that node, then combine this infor-
mation across trees. For some of the trees, this node
will include the species of interest plus some others,
whereas for other trees the node will uniquely define
the group of interest. The reconstructed ancestral state
using the ‘mrca’ approach for node 8 is also 0.98, but
now this ‘floating’ node appears by definition in ev-
ery tree, giving us confidence that this group’s ances-
tral state was aspartic acid. The posterior density of
the most-recent-common-ancestor node reconstruction
is shown in the bottom panel of Figure 5. This technique
can strengthen one’s confidence in the ancestral state of
a group that occupies a weakly supported node in the
tree.
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DISCUSSION

Statistical models applied to data collected across
species can be used to discover and characterize the
underlying evolutionary processes that gave rise to ob-
served patterns of species diversity (Pagel, 1997, 1999a).
That is, one can infer the trends, ancestral states, and
patterns that most likely held in the past, given what is
observed now. The methods we have described here im-
plement statistical models designed to detect such pro-
cesses, and allow investigators to estimate the posterior
probability distributions of the parameters that charac-
terize them. The posterior distributions account for phy-
logenetic uncertainty in the sense that the posterior prob-
ability distribution for any given parameter includes all
of the variability (uncertainty) attributable to fitting the
model to different trees. Applying these methods to the
ribonuclease data, we find evidence that glycine was
ancestral but that aspartic acid probably evolved some-
where in the lineage leading to Hippopotamus, and then
again around the origin of the ruminants. However, we
find a considerable range of possibilities at earlier nodes
in the tree, emphasizing that different evolutionary sce-
narios could have occurred.

A key difference between methods designed to ac-
count for uncertainty and ‘optimizing’ or parsimony
methods is the shift away from single ‘best’ trees or
optimal reconstructions of ancestral states or rates and
correlations, and towards estimating one’s confidence
in alternative hypotheses on the data. In the likeli-
hood approaches that we have described, the observed
data are treated as fixed (Edwards, 1972), and we al-
low the hypotheses on those data to vary. Each pair
of gain and loss parameters in our model of trait evo-
lution (Fig. 3) is a hypothesis on the trait data. In the
case of the glycine/aspartic acid trait data, these poste-
rior distributions do not pin down the precise rates of
gains and losses with much certainty. That is, a range
of hypotheses about the rates is consistent with the
data. However, the shape of the posterior distribution
tells us in which hypotheses we should have the most
confidence.

A similar picture emerges for the ancestral states. Some
nodes admit only a narrow range of probabilities and are
reconstructed with a high degree of certainty. For others,
the picture is variable. This situation is often worsened
when the confidence in the existence of the ancestral
node itself is taken into account because a node’s pos-
terior probability puts an upper limit on the confidence
in the ancestral state. However, we show how to use
a ‘most-recent-common-ancestor’ approach to examine
an alternative hypothesis for nodes that are poorly sup-
ported. Given a set of species whose common ancestor’s
ancestral state is of interest, it is straightforward to find
a node on each tree in the MCMC sample that includes
those species. In some trees the node will include only
the species of interest, whereas in others it will include
these species and others; but there will be a node to recon-
struct in every tree. The ancestral state of this node can
be reconstructed and its posterior density examined. We

have shown that this technique can improve confidence
in the posterior probability of an ancestral state.

The posterior distributions, in addition to pointing to-
wards what is most probable, can also be used to put
probabilities on explicit alternative hypotheses on the
data. We find, for example, that the rate of loss of as-
partic acid (qDG) slightly exceeds the rate at which it is
gained (qGD). How probable is a model hypothesizing
equal rates of gain and loss? This can be read directly
from the joint posterior of the rate coefficients, where
we find that approximately 10.3% of the pairs fall within
± 0.5 units of each other. There is no strong tendency,
then, for the model of trait evolution to be drawn to-
wards a 1:1 ratio of the rates. Neither is there a tendency
to be drawn towards the 1:2 ratio corresponding to the
numbers of gains of G (n = 1) versus gains of D (n = 2)
that may seem apparent on the tree. Only 10.2% of pairs
have a ratio between 0.4 and 0.6. This result emphasizes
that mapping traits to count changes can be misleading,
and that long branches in particular may conceal more
than one change in a trait.

An attractive feature of the likelihood approach for
reconstructing ancestral states is that probabilities are
calculated by summing over all possible histories at each
node (Pagel, 1994), without ever actually assigning any
ancestral state. Only the observed data are fixed. In a
Bayesian-MCMC setting this means that the posterior
distributions of the rate parameters of the model of trait
evolution and the posterior distributions of the ancestral
states at the internal nodes (the reconstructed ancestral
states) are, by definition, all consistent with the observed
data.

The Bayesian approach we describe is easily general-
ized to investigate other evolutionary processes. For ex-
ample, to investigate correlated evolution of two binary
traits, Pagel (1994) developed a likelihood ratio statistic
that compares two models of evolution. In one, the traits
are allowed to evolve independently on the tree. In the
other, they evolve in a dependent or correlated fashion.
Evidence for correlated evolution takes the form of the
dependent model fitting the data better, the evidence of
which is a larger likelihood. In a Bayesian context we may
wish to derive the posterior density of the independent
model and use it as our prior for the dependent model,
asking whether the dependent posterior distribution has
shifted away from the prior. If it does this provides ev-
idence to favor the dependent model. Pagel and Meade
(in press) apply this MCMC approach to investigating
correlated evolution in an anthropological context.

Bayesian approaches to phylogenetic inference and
comparative studies reveal a much fuller sense of the
information in the data than optimizing approaches and
should be widely applied. It is now easily possible to
work with trees of hundreds of organisms using inex-
pensive desktop computers.
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